39th Research Students’ Conference in
Probability and Statistics
Conference Proceedings
14th – 17th June 2016

Welcome address
Dear Delegate,
Welcome to the Research Students’ Conference (RSC) in Probability and Statistics
2016 in Dublin, Ireland. This is the 39th RSC and the first one held outside of the UK.
We, at University College Dublin, are very excited to be your hosts this year.
The RSC is a large annual conference hosted by PhD students for PhD students from
all areas of Probability and Statistics. As a student conference, RSC provides a traditionally, friendly, and relaxed environment to discuss research and exchange ideas. It is our
hope that you will not only walk away from the RSC this year with brilliant thoughts,
but also new experiences, new contacts, and perhaps life-long friendships.
For many of you, this is your first time in Dublin or in Ireland. We hope you take
this opportunity to explore this vibrant historical city as well as this scenic country. Two
thirds of our organising committee members are not from Ireland and have fallen in love
with this place. We hope you will too.
In this booklet you will find all the information about the RSC this year, from the
conference programme, talks schedule, social events to details on your accommodation
and meals. Additionally, the organising committee members will be present at all time
during the conference to answer any questions you may have or to simply ensure that
you have “the craic” (you may want to Google that).
We would like to take this opportunity to give special thanks to our distinguished
guest speakers, Prof. Yudi Pawitan and Prof. Uwe Ligges, for taking the time to be here
and share their wisdom with us. Moreover, we would like to thank our sponsors, whose
generosity makes this conference possible.
Last but not least, we thank the University of Leeds organising committee for helping
us organise this year’s event. To continue the tradition of helping one another, it will be
our pleasure to provide any possible assistance to the future RSC hosts, especially to the
University of Durham team, who will be hosting the RSC 2017. We are currently looking
for the host for the RSC 2018. So if your team is interested, please come and talk to us
for further details.
We sincerely hope that your stay will be as pleasant as it is for us to host you.
With our best wishes,
The RSC 2016 Organizing Committee
Dublin, Ireland.
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Timetable of events
Tuesday 14th June
11:30
13:00
15:00
15:15
17:00
19:15

(until 14:00)
- 14.30
- 15:15
- 17:00
- 19:00
- 22:00

Registration (O’Brien Centre ground floor)
Lunch (Pi restaurant)
Welcome to RSC (Lynch Theatre)
Plenary talks (Lynch Theatre)
Check-in (Merville Residence) and dinner (restaurant building)
Cinema night (Student Centre)

Wednesday 15th June
08:00
09:00
10:40
11:20
13:00
14:00
16:00
17:45
19:00

- 09:00
- 10:40
- 11:20
- 13:00
- 14:00
- 15:40
- 17:30
- 19:00
onwards

Breakfast (Pi restaurant)
Session 1
Coffee break (O’Brien Centre ground floor)
Session 2
Lunch (Pi restaurant)
Session 3
Wine reception and poster session (O’Brien Centre ground floor)
Dinner (restaurant building)
Comedy night/ Bus tour/ Whelan’s (City centre)

Thursday 16th June
08:00
09:00
10:40
11:20
13:00
14:00
15:40
16:10
19:00

- 09:00
- 10:40
- 11:20
- 13:00
- 14:00
- 15:40
- 16:10
- 17:30
onwards
23:00

Breakfast (Pi restaurant)
Session 4
Coffee break (O’Brien Centre ground floor)
Session 5
Lunch (Pi restaurant)
Session 6
Coffee break (O’Brien Centre ground floor)
Session 7
Conference dinner (Hampton Hotel)
Pick-up from Hampton Hotel to UCD

Friday 17th June
08:00 - 09:00
09:00 - 11:00

Breakfast (Pi restaurant)
Checkout
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Help, information and telephone numbers

Accommodation - Glenomena Residence
Address: Accommodation Office, University College Dublin, Belfield, Dublin 4, Ireland
Tel: +353 1 716 1031
Fax: +353 1 716 1154
Email: residences@ucd.ie
Department Address:
UCD School of Mathematics and Statistics, Room G03, Science Centre North, University
College Dublin, Belfield, Dublin 4, Ireland
http://www.ucd.ie/mathstat/
Committee contact:
Michael Fop: +353 831783656
UCD 24h Emergency Line: +353 1 716 7999
Taxi Firms:
NRC taxi: +353 6772222
Lynx taxi: +353 1 473 11 22 (app available for smartphones)
Hailo: app available for smartphones
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Facilities and transport

UCD is a self-contained campus where you can find everything you might need. The
campus offers a number of services: restaurants, coffee shops, bookshop, convenience
store, libraries, student clubs, health centre, travel centre, bank and post office. Please
note the Centra shop beside Merville residence reception which is open from 8am to
10pm.
From the UCD campus, Dublin city centre can be easily reached by bus: from UCD
N11 entrance you can either take the bus line 46A (towards Phoenix Park), bus line 145
(towards Heuston Rail Station) or bus line 39A (towards Ongar). A bus ticket to the city
centre should cost e2.70. You can pay the amount to the driver as you board the bus
(coins only) but please make sure you pay the right amount, since no change is returned.
In case you need transportation during the night, the night-bus Nitelink service will bring
you back to the campus from the city centre for e6.50. For timetables, prices and further
information please visit the Dublin Bus website, https://www.dublinbus.ie/ or use the
associated smartphone app.
A taxi ride to the city centre will cost approximatively 15-20 euros (taxi firms are
provided in Section 2).
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The RSC 2016 committee

The committee members will be wearing white T-shirts with the RSC 2016 logo. Please
contact them if you have any questions.

Nancy Nguyen

Emma Howard

Riccardo Rastelli

Michael Fop

Lampros Bouranis
Alan Benson
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The city and university

Dublin
The city of Dublin can trace its origin back more than 1,000 years and for much of this
time it has been Ireland’s principal city as well as the cultural, educational and industrial
centre of the island.
The first documented history of the town begins with the Viking raids in the 8th and
9th century. These led to the establishment of a settlement on the southside of the mouth
of the river Liffey, named Dubh Linn (Black Pool) after the lake where the Danes first
moored their boats. The 17th and 18th centuries featured a remarkable period of growth
for the town, making it the second largest city in the British Empire.
This period is known as the golden age for Dublin’s architecture thanks to the major
reconstruction of the time.
Today, Dublin is considered an European centre for economy, research and education.
The town is listed by the Globalization and World Cities Research Network as a global
city, with a ranking of ”Alpha-”, placing it among the top thirty cities in the world.

http://www.pivotdublin.com/wp-content/uploads/2014/05/OCH_Alex__Dublin_Grand_Canal_
4d5d4de1.jpg

Dublin is a city steeped in cultural significance and hosts some of Ireland’s finest
national ancient treasures including the Book of Kells and the cathedrals of Christ Church
and St Patrick’s. The city is often praised for its Georgian architecture and has some
of the finest Georgian buildings in the world. Merrion Square, St. Stephen’s Green and
Fitzwilliam Square are prime examples of this style of architecture with their tall red
brick townhouses, colourful doors and wrought-iron decorated windows. Dublin is also a
place for astounding modern architecture.
Grand Canal Dock area, The Spire and Samuel Beckett Bridge are examples where
building materials have been utilised in new ways to maximise style, space, light and
7

energy efficiency.
The city is a main centre of cultural promotion with many social, musical and cultural
events, such as the amazing Dublin International Film Festival. Let’s not forget that
Dublin is one of the most liveliest cities in Europe, with restaurants, shops, pubs, and
the bustling Temple Bar area.
University College Dublin and the School of Mathematics and Statistics
University College Dublin (UCD) is Ireland’s largest university. The university was
established in 1854 under the name of Catholic University of Ireland. UCD is frequently
ranked among the top universities in Europe and there are 5 Nobel Laureates amongst
UCD’s alumni and current and former staff.
UCD School of Mathematics and Statistics is ranked in the top 1% in the world for
both the subjects of Mathematics and Statistics (in the QS World University Rankings
by Subject 2015).
The Department of Statistics at University College Dublin (UCD) was founded in
1986, however, Statistics was taught as part of Mathematical Science prior to this. Currently, the Department of Statistics is part of the UCD School of Mathematics and
Statistics, and it is the largest statistics research department in Ireland. Our group are
involved in a wide variety of research areas including Bayesian computational statistics;
mortality modelling; pensions; social and official statistics, climatology, spatial statistics
and epidemiology. For more information on our people and their area of research, please
visit our website at: http://www.ucd.ie/mathstat/.
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Accommodation, meals and entertainment
Check in

Accommodation will be at the Glenomena residence on the main campus. On arrival,
please report to the registration desk at the ground floor of the O’Brien building. You will
not be able to check into your room until after 15:00 on Tuesday 14th June. Luggage can
be left in a dedicated room in the O’Brien building for delegates who do not have time
to check in before the plenary talks. After the plenary talks, members of the committee
will escort everyone over to the UCD residences reception (Merville residence) for check
in.

6.2

Glenomena residence

Located on the main Belfield Campus within a short walk from the central college facilities, the apartments are formed around a series of interconnected courtyards and provide
the ideal combination of secure privacy within a woodland setting. Accommodation is
in single en-suite rooms. All bedrooms are comfortably furnished with a work station, a
study lamp, and generous storage. The shared living areas are furnished with a distinctly
modern kitchen with granite work tops, hob, microwave oven, two under counter refrigerators, kettle and toaster. Other included services are: TV point, wireless, Local Area
Network, adjacent launderette, and bicycle storage. The residence is located within easy
access to all campus restaurants, coffee shops, bookshop, convenience store, libraries,
8

student clubs, health centre, travel centre, bank and post office. There are excellent
transport services to and from the city of Dublin. UCD is located only 4 miles from the
city centre.

6.3

Meals

Breakfast (Wednesday, Thursday and Friday) and buffet lunch (Tuesday, Wednesday and
Thursday) will be provided in Pi restaurant, which is located at the ground floor of
the O’Brien Centre for Science, Science Centre East. Only full delegates are entitled to
breakfast. On Tuesday and Wednesday, dinner will be at the restaurant building. Dinner
vouchers will be provided to you at registration on Tuesday. Please show them at the
counter when paying for your dinner. Vouchers cover a meal up to the cost of 15 euros.
Any items above this price must be paid by you. Coffee breaks will be held at the ground
floor of the O’Brien Science Centre East, outside the Welcome Centre.

6.4

Organised entertainment

During the week there are a number of organised activities for delegates. Your evening
entertainment option for Wednesday 15th of June can be found on your entertainment
coupon. Please do not change activity unless you can find someone to swap with.
6.4.1

Cinema: Tuesday 14th June

On Tuesday night there will be a special cinema screening of “The PHD movie” at the
UCD cinema on campus (located in the UCD Student Centre). We will meet outside
UCD’s main restaurant at 19.00 to walk to the cinema. There will be a selection of
snacks, and non-alcoholic drinks!
6.4.2

Live music/comedy/Dublin bus tour: Wednesday 15th June

On Wednesday night there is a choice of entertainments: live music, comedy night or a
bus tour of Dublin city. The groups for all the activities will depart from the restaurant
building at 19.00 on Wednesday night, after dinner. All activities will start at 8pm in
the city centre.
The live music will take place in Dublin’s famous Whelan’s pub (Wexford Street,
Dublin 2). There is an option of a free Silent Disco from 10:30pm in Whelan’s. Don’t
forget to bring ID. The comedy night will take place in Anseo (Camden Street Lower,
Dublin 2). The Dublin bus tour will depart from 14 Upper O’Connell Street, and the
duration is one hour. The route is available from:
https://citysightseeingdublin.ie/wp-content/themes/salient-child/pdfs/
hop-on-hop-off.pdf
Please ask a committee member if you wish to join another group after your activity.
There will be accompanying committee members to each of the activities. Return
journey to UCD can be made by Dublin bus (before 11.30pm) or by taxi. Please check
on Section 2 for taxi contacts.
9

6.4.3

Conference dinner: Thursday 16th June

On Thursday night there is a three course conference dinner which will be held at The
Hampton Hotel (Morehampton Rd, Dublin 4). The dress code is smart casual - please
NO trainers, jeans or hoodies. There will be food, music and dancing in an event that
is always the highlight of any RSC conference. A coach will depart from UCD accommodation at 7pm for the Hampton Hotel, and leave the Hampton Hotel at 11pm for
UCD accommodation. Please ask a committee member for directions if you wish to go
to Dublin city centre post-dinner.

7

Instructions

7.1

For chairs

• Please arrive at the appropriate seminar room five minutes before the start of your
session.
• A member of the committee will help you set up the projector and will provide a
USB stick, a laser pointer and markers for the whiteboards.
• Should you have any problems please contact one of the committee members —
there will be a committee member in each session.
• ‘5 min’, ‘1 min’ and ‘stop’ signs will be provided by the members of the committee.
• You should clearly introduce yourself and each speaker in turn.
• Talks are 15 minutes in duration with 5 minutes for questions and changeover of
speakers.
• It is very important that we stick to the schedule. Therefore please start the session
on time, use the ‘5 min’, ‘1 min’ and ‘stop’ signs to assist the speaker in finishing on
time, and make sure that questions are not allowed to delay the rest of the session.
• If a speaker fails to show, please advise the audience to attend a talk in the alternative seminar room. Do not move the next talk forward.
• After each talk, thank the speaker, encourage applause, and open the floor to
questions. If no questions are forthcoming, ask one yourself.

7.2

For speakers

• Each seminar room will contain a computer, data projector, laser pointer and
white/black board.
• Presentations must be pdf (ideal) or Powerpoint (ppt or pptx) files. No other format
is acceptable. We do not support Macs.
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• Arrive at least five minutes before the start of the session, introduce yourself to the
chair and, if you have not sent your slides beforehand, load your presentation onto
the computer.
• A member of the committee will launch your presentation.
• Should you have any problems, please contact one of the committee members —
there will be a committee member in each session.
• Talks are strictly 15 minutes plus 5 minutes for questions. Anyone going over this
time will be asked to stop by the chair.
• Your chair will let you know when you have five minutes and then one minute
remaining for your presentation.

7.3

For displaying a poster

• Posters should be A0 (or smaller) and portrait.
• The poster session will be held in the ground floor of the O’Brien Centre at 16:00
on Wednesday 15th June.
• You will have the choice to erect your poster from 8:45am on Wednesday 15th June;
poster stands will be set for the whole day.
• During the poster session, it is advisable to be near your poster in order to answer
questions from interested participants.
• Please ensure that your poster is removed at 17:30 on Wednesday 15th June.

8

Prizes

The three best talks and the best poster will receive the opportunity to present at the
Royal Statistical Society Conference in 2016, as kindly offered by the Royal Statistical
Society. The prize will be in the form of free registration for the conference for each of
the four winners. The registration will include meals and social events but not transport
or accommodation. Important: Please note that the RSS 2016 Conference will be held
5th-8th September 2016 at University Place in Manchester. Please be aware that you
may be required to be free to travel on the 5th September to Manchester if you are a
winner. The voting slip for the best talks and best poster will be provided separately.
Voting slips must be handed in to one of the committee members by the end of the final
session (17:30 on Thursday 16th June). The winners will be announced at the conference
dinner on the evening of Thursday 16th June.
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Plenary speakers

Yudi Pawitan
Professor of Biostatistics, Karolinska Institutet, Stockholm, Sweden.
Since receiving my PhD in mathematical statistics at the University of California, Davis, in 1987,
Yudi has worked in time series analyses, image
reconstruction problems in radiology (particularly
in positron emission tomography), likelihood-based
modelling inference, and biostatistics applications.
His current interests are mainly in modelling and
analysis of high-throughput molecular data arising
from measurements of DNA, RNA and proteins,
with particular applications in cancer. Current
projects include (i) efficient estimation of isoformlevel gene expression from RNA-sequence data, (ii)
identifying molecular-subtype specific biomarkers in
breast cancer, and (iii) integrated analysis of multiple omics data to identify cancer drivers.

Uwe Ligges
RCore Contributor, Professor of Computational Statistics at TU Dortmund University,
Dortmund, Germany.
Uwe Ligges received his PhD in statistics at
Dortmund University in 2006. He is a member of CRAN and of the R-core team, the group
of 20 leading statisticians and computer scientists who oversee the R Project and develop
and maintain the source code for the R engine and its core packages. Uwe has been very
active in the R project for many years: he
maintains the system that builds Windows binaries of contributed R packages.
He’s also
the author of several contributed R packages on
CRAN, including the interface between R and
BUGS (for Bayesian inference using Gibbs sampling).
A full list of publications is available at https:
//www.statistik.tu-dortmund.de/ligges_pub.html
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10.1

Talks’ schedule
Wednesday 15th June

Session 1: 09:00 - 10:40.
(A) BIOINFORMATICS - Room: E1.17, Chair: Michael Fop
Time Speaker

Title

09:00

Paula Siemek

Multivariate Models for Summary Statistics from
Gene-disease Association Studies

09:20

Thodoris Gkolias

Statistical Shape Analysis in the Protein Alignment Problem

09:40

Magdalena Strauss

New Approaches to the Pseudo-temporal Ordering
of Single Cell RNA Expression Data

10:00

Suzy Whoriskey

Inference of Variable Population Size from DNA
Sequence Data

10:20

Tusharkanti Ghosh

Identification of Differentially Methylated Regions
in Bisulphite Sequencing Data using Bayesian
Models

(B) APPLIED STATISTICS 1 - Room: E2.16, Chair: Craig Alexander
Time Speaker

Title

09:00

Thomas Higgins

An Age-period-cohort Analysis Under Rapidly
Changing Circumstances

09:20

Marnie McLean

Modelling Groundwater Contamination: A Comparison of Spatial and Spatiotemporal Methods

09:40

Irene Mariñas

Modelling the Shape of Emotions

10:00

Yiolanda Englezou

Issues in the Design of Experiments for the Calibration of Physical Models

10:20

Emma Howard

Developing Early Warning Systems through Predictive Modelling to Identify At-Risk Students
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Session 2: 11:20 - 13:00.
(A) STATISTICS IN BIOLOGY - Room: E1.17, Chair: Lampros Bouranis
Time Speaker

Title

11:20

Nebahat Bozkus

Lifting on Phylogenetic Trees

11:40

Maryam Garba

Information Geometry for 5-taxon Phylogenies

12:00

Kevin Brosnan

A Markov Random Fields Approach to the Gating
of Flow Cytometry Data

12:20

Mai Alfahad

Alpha Helix Fitting

12:40

Joseph Meagher

Reconstructing an Ancestral Bat Call

(B) CLUSTERING AND CLASSIFICATION - Room: E2.16, Chair: Gareth
Davies
Time Speaker

Title

11:20

Pedro Esperanca

Statistics in the Dark: Privacy Preserving Methods for Fully Homomorphic Encryption

11:40

Stephen Johnson

Clustering Ranked Data with a Bayesian WAND

12:00

Chibueze Emmanuel Ogbonnaya

Statistical Diagnosis from ECG

12:20

Cunyi Wang

Modelling Substitutability in the Glasgow Housing
Market

Jessica Hargreaves

Clustering Nonstationary Circadian Plant
Rhythms using Locally Stationary Wavelet
Representations

12:40
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Session 3: 14:20 - 16:00.
(A) STATISTICS FOR HIGH-DIMENSIONAL DATA - Room: E1.17, Chair:
Umberto Noè
Time Speaker

Title

14:20

Fan Wang

Empirical Comparison of Penalised Linear Regression Methods in High-dimensional Settings

14:40

Mark O’Connell

Conditional Visualisation in Statistics

15:00

Keefe Murphy

Mixtures of Infinite Factor Analysers

15:20

Alejandra
Pacheco

15:40

John O’Sullivan

Avalos

Dimensionality Reduction and Data Integration
Techniques with Applications to Cancer Data
Dimension Reduction of Spatio-Temporal Models
using Predictive Processes

(B) ENVIRONMENTAL STATISTICS - Room: E2.16, Chair: Francesca Pannullo
Time Speaker

Title

14:20

Matthew Thomas

Global Modelling of Air Pollution Using Multiple
Data Sources

14:40

Carla Azevedo

A Ratio Regression Approach to Salmonella Data
Flocks Using Validation Information

15:00

Jack McDonnell

A Mixed Model for Assessing Interactions Among
Species in Complex Ecosystems

15:20

Paul Sharkey

Modelling Spatial Extent and Severity of Extratropical Cyclones

15:40

Theo Michélot

Multistate Ornstein-Uhlenbeck Processes for Modelling Animal Movement

15

10.2

Thursday 16th June

Session 4: 09:00 - 10:40.
(A) STOCHASTIC PROCESSES AND MATHEMATICAL STATISTICS Room: E1.17, Chair: Mark Yarrow
Time Speaker

Title

09:00

Mikolaj Kasprzak

Stein’s Method for Functional Approximation

09:20

Luting Li

First Passage Time Problem for OrnsteinUhlenbeck Process Using Perturbation Expansion

09:40

Phoenix Feng

A Nonparametric Eigenvalue-Regularized Integrated Covariance Matrix Estimator Using HighFrequency Data for Portfolio Allocation

10:00

James McRedmond

Convex Hulls of Planar Random Walks with Drift

10:20

Vlad Dumitru Margarint

Convergence in High Probability of the Quantum
Diffusion in a Random Band Matrix Model

(B) APPLIED STATISTICS 2 - Room: E2.16, Chair: Josephine Khan
Time Speaker

Title

09:00

Gareth Davies

A New Method for Estimating the UK Unemployment Rate

09:20

Alice Corbella

Inference in Epidemic Models to Jointly Estimate
Transmission and Severity

09:40

Brieuc Lehmann

Assessing Dynamic Functional Connectivity in
Heterogeneous Samples: an fMRI Simulation
Study

10:00

Wan Jing Low

Offsetting the Size Parameter when Fitting Negative Binomial Models

10:20

Angel Angelov

Statistical Analysis of Interval-censored Data in
Questionnaire Surveys
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Session 5: 11:20 - 13:00.
(A) APPLIED BAYESIAN STATISTICS - Room: E1.17, Chair: Paul Sharkey
Time Speaker

Title

11:20

Francesca Pannullo

How Robust are the Estimated Effects of Air Pollution on Health? Accounting for Model Uncertainty
Using Bayesian Model Averaging

11:40

Joe Matthews

A Bayesian Approach to Road Accident Hotspot
Identification

12:00

Craig Alexander

Using Chain Graph Models for Regression Analysis – an Application to Linguistic Data

12:20

Eilidh Jack

Estimating Health Inequalities Across Scotland

12:40

Muhammad Safwan Bin
Ibrahim

Time Series with Mixed Distributions and an Application to Daily Rainfall

(B) STATISTICAL METHODS - Room: E2.16, Chair: Gareth Davies
Time Speaker

Title

11:20

Altea Lorenzo-Arribas

Challenges in Ordinal Response Data Modelling

11:40

Shaoxiong Hu

Modelling with Algebraic Techniques

12:00

Diana Giurghita

Inference in Nonlinear Systems with Unscented
Kalman Filters

12:20

Pengcheng Zeng

Registration of Unscaled 2D/3D Functional Data
Using Fisher-Rao Metric

12:40

Cheng Qian

Spatial Weight Matrix Estimation and Dynamic
Spatial Autoregression Model
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Session 6: 14:00 - 15:40.
(A) COMPUTATIONAL STATISTICS - Room: E1.17, Chair: Alice Corbella
Time Speaker

Title

14:00

Nawapon Nakharutai

Efficient Algorithms for Avoiding Sure Loss

14:20

Yingying Lai

Online Bayesian inference for dynamic linear models with application to temperature data

14:40

Umberto Noè

Inference in Nonlinear Differential Equations

15:00

Jack Baker

A Comparison of MCMC for Big Data

15:20

Zimeng Wang

Dynamic Programming in Stochastic Optimal
Controls with Delay and Applications

(B) APPLIED STATISTICS IN HEALTH SCIENCES - Room: E2.16, Chair:
Alan Benson
Time Speaker

Title

14:00

Ruth Young

A Bayesian Mixed Model Approach to Combine
Clinical Trials and Observational Data: Investigating the Effectiveness of Acetylcholinesterase Inhibitors and Memantine in Dementia

14:20

Onkabetse
Mabikwa

14:40

Josephine Khan

Correcting for Selection Bias and Correlation in
Time-to-event Analysis in Adaptive Designs

15:00

Wael Abdulateef Jasim
Al-Taie

Selecting Lungs for Transplant: a Bayesian Analysis

15:20

Annabel Allison

Exploring the Common Treatment Effect Assumption in the Rank Preserving Structural Failure
Time Model

Vincent

A Survey Based Study Evaluating the Incidence
and Categorization of Quantitative Variables in
Medical Research
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Session 7: 16:10 - 17:30.
(A) NETWORK MODELS - Room: E1.17, Chair: Riccardo Rastelli
Time Speaker

Title

16:10

David Antony Selby

PageRank and the Bradley-Terry Model

16:30

Mark Yarrow

The Use of Two Dimensional Stochastic Processes
on Preferential Attachment Graphs with Fitness
Based on Median Choice

16:50

Silvia D’Angelo

Latent space modeling for multiplex data

17:10

Fatimah Almulhim

Networks Clustering

(B) SURVIVAL ANALYSIS - Room: E2.16, Chair: John O’Sullivan
Time Speaker

Title

16:10

Ayon Mukherjee

Covariate-Adjusted Response-Adaptive Designs
for Weibull Distributed Survival Responses

16:30

Muhammad Irfan

Posterior Computations for the Bayesian Dynamic
Survival Models Using Simulation-based and Approximate approaches

16:50

Susan Connolly

Estimators for Cumulative Baseline Hazard in the
Case-Cohort Design

17:10

Alice Davis

Cumulative Hazard Modelling for Survival Analysis

19
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Talks’ abstracts by session
BIOINFORMATICS
Wednesday, 09:00 - 10:40, Room: E1.17, Chair: Michael Fop

Multivariate Models for Summary Statistics from
Gene-disease Association Studies
Paula Siemek
Univerisity of Cambridge

Recently, results from large scale meta-analyses of Genome-Wide Association Studies’
(meta-GWAS) have become available for the effects of large numbers of genetic variants,
typically single nucleotide polymorphisms (SNPs) on a variety of diseases and disease
traits. However, despite many of those SNPs being highly correlated, the majority of
studies only analyse the variants one-at-a-time. This is not an optimal use of the data,
since confounding due to genetic correlations leads to many false positives and misidentification of the most influential SNPs. In 2016 Newcombe et al published “JAM”, a
scalable Bayesian framework for joint re-analysis of marginal SNP effects (JAM), which
infers multivariate adjusted effects from published one-at-a-time summaries by adjusting
for genetic correlations as estimated in a reference population. It has shown promising
results for continuous traits, correctly highlighting causal SNPs and estimating the size
of their effects. It is not, however, designed for re-analysis of meta-GWAS for binary
traits, which constitute a considerable amount of the traits of interest in the medical
community. Like all current GWAS summary statistics methods, JAM is derived from
a linear model. This talk will present possible extensions to the JAM framework, with
the focus on re-analysing summary odds ratios for binary traits. Binary models present
many analytical challenges, as closed-form estimators are not generally available. Consequently, running generalised linear regressions is computationally much more expensive
than a standard multivariate normal regression. Since computational cost is of great
importance for applications to a large number of SNPs, we seek ways to best adapt the
efficient linear framework of JAM for use with binary odds ratios. Through a series of
simulations I will present the advantages and limitations of each particular approach for
analysing binary data using JAM (a linear model), comparing accuracy over a range of
realistic scenarios.
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Statistical Shape Analysis in the Protein Alignment
Problem
Theodoros Gkolias, Alfred Kume
University of Kent
Keywords: Statistical shape analysis, Protein alignment, Structural alignment,
Bioinformatics.
Alignment of proteins molecules attempts to determine a labelling between two or more
protein structures based on their shape and its geometrical information, in order to have
a better understanding about their evolutionary relationship and functionality. Recent
work has been done on a Bayesian framework where a procrustes likelihood is used or a
prior has been assigned to the transformation parameters. Here, we describe an approach
based on shape analysis, in which a maximum likelihood method is used to estimate the
mean shape of two or more configurations and an exhaustive search algorithm to obtain
the optimal alignment between two data sets. We illustrate the method in the protein
alignment problem and compare it with known structural alignment algorithms.

New Approaches to the Pseudo-temporal Ordering of
Single Cell RNA Expression Data
Magdalena Strauss, Lorenz Wernisch, John Reid
MRC Biostatistics Unit, University of Cambridge
Keywords: Gaussian processes, Statistical genetics, High-dimensional data,
Pseudo-temporal ordering.
Modern RNA sequencing techniques provide gene expression levels of large numbers of
genes for individual cells. However, as these techniques are only able to provide a single
gene expression measurement per cell, it is impossible to obtain time series data following
the development of one single cell.
Individual cells progress through changes at different time scales. Therefore, it is
possible to obtain a form of time series data even from cross-sectional data by statistical
and/or computational means, an approach referred to as pseudo-temporal ordering. The
different rate of progression of different cells makes this pseudo-temporal ordering useful
for single-cell time series data as well, as each measurement in such a time series is from
a different cell.
Time series gene expression data has been a key ingredient to the computational inference of gene regulatory networks. A number of techniques have been applied to time
series of bulk gene expression data, contributing to the identification of causal relationships between cells, and of highly connected genes, and helping understand the changes
in regulation in reaction to perturbations.
In order to use the advantages of single-cell, rather than bulk data, of large numbers
of genes for this type of network inference, we estimate the order of the cells in terms
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of their biological development. Several previous approaches have been based on the
distances between the cells in a high dimensional space or on a manifold, where each
cell is seen as a point with the gene expression levels as its coordinates. More recently,
Gaussian process latent variable models have been applied in a Bayesian setting to find
the distribution of the pseudo-times associated with the cells.
In this talk, I will be presenting two new approaches to pseudo-temporal ordering.
The first one combines distance-based methods with Gaussian process models, and identifies a point estimate of the order by composite or profile-likelihood methods. This
approach is then extended to take into account the uncertainty of pseudo-temporal ordering. However, unlike previous approaches, it estimates the distribution not of a vector
of real-valued pseudo-times, but of the order, that is of a permutation, which greatly
reduces the number of parameters. We model the order as a self-avoiding random walk
on a weighted graph, and identify the distribution of the orders with a distribution of
starting points of the random walk, and with a transition matrix.
A second approach presented in this talk models the data in terms of a linear autoregressive process. While this approach is less flexible and assumes the data to follow a very
particular type of pseudo-temporal development, it is more efficient computationally.
This work is in collaboration with my supervisors Lorenz Wernisch and John Reid.

Inference of Variable Population Size from DNA Sequence
Data
Suzy Whoriskey
Univesrity of Glasgow
Statistical inference from DNA sequences allows us to gain a better understanding of
the demographics of a population. My research involves analysing these DNA sequences,
from simulations and from real data sets, to improve both our understanding of human
prehistory and properties of current methods to do this. In my presentation, I will briefly
explain the current methodology used, the Coalescent Process and the Classic, Generalised and Bayesian Skyline Plot Models. My aim is to explore how violation of the
modelling assumptions (such as non-random mating or non-random sampling) reflect inferences of population size.

Identification of Differentially Methylated Regions in
Bisulphite Sequencing Data using Bayesian Models
Tusharkanti Ghosh, Vincent Macaulay, Mayetri Gupta
University of Glasgow
DNA methylation plays an important role in many biological processes such as gene expression and cellular proliferation. Aberrant DNA methylation patterns- hyper-methylation
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and hypo-methylation, compared to normal cells- have been associated with a large number of human malignancies and potential cancer symptoms. Many studies have explored
complex age-related methylation changes, but their functional significance has remained
unclear. Bisulphite sequencing (BS-seq) is currently the gold standard for experimentally
measuring genome-wide DNA methylation. Our first objective is to identify differential patterns of DNA methylation between proliferating (normal) and senescent (ageing)
cells. We propose a novel Bayesian latent variable model that can identify Differentially
Methylated Regions (DMRs) in data obtained by BS-seq. The predicted DMRs can help
understanding the phenotypic changes associated with human ageing. We also provide
a data-augmentation algorithm for Hierarchical Hidden Markov Models (HHMMs) that
can simultaneously predict differentially methylated regions and a number of other parameters of biological interest.

APPLIED STATISTICS 1
Wednesday, 09:00 - 10:40, Room: E2.16, Chair: Craig Alexander

An Age-period-cohort Analysis Under Rapidly Changing
Circumstances
Thomas Higgins
University of Leeds

Background: Rounded data breaks the perfect co-linearity between age, period and
cohort. This study examines whether incidence rates that are rapidly changing with age,
period and cohort coupled with rounded reporting of the data can lead to misinterpretations on the effects of under-reporting. The bovine spongiform encephalopathy (BSE)
epidemic is an illustrative example that is still debated today.
Methods: At the time, the Ministry of Agriculture, Fisheries and Food (MAFF) published data on the number of BSE cases in the form of a contingency table crosscategorised age-by-period and rounded by year. A natural model is formulated in terms
of age and cohort, and since cohort is equal to period minus age, the diagonals of the
MAFF data were treated as data cross-categorised age-by-cohort and a log-linear agecohort independence model was used to describe the data.
Results: A theorem is introduced to explain the discrepancies between data rounded
age-by-period and data rounded age-by-cohort. Our theorem uncovers a substantial artefact that arises when applying the independence model to age-by-period data. Under the
independence assumption, the ratios in the diagonals of an age-by-period table may be
far from constant and these discrepancies increase with the level of rounding and the rate
of change in the incidence rate between cells. A lack of fit of the independence model
to the MAFF data was attributed to under-reporting and, consequently, an interaction
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term was incorporated into the model. However, applying our theorem shows that the
data are compatible with no under-reporting, with the apparent under-reporting being
due to unhelpful rounding effects coupled with the rapidly changing effects of age, period
and cohort.
Conclusions: Caution is needed in interpreting the fit of the age-cohort independence
model when the data are reported as rounded age-by-period with incidence rates rapidly
changing with age, period and cohort.

Modelling Groundwater Contamination: A Comparison of
Spatial and Spatiotemporal Methods
Marnie McLean, Ludger Evers, Adrian Bowman
University of Glasgow
Modelling groundwater contamination can be difficult due to the impracticalities and cost
of obtaining samples from every monitoring well at every sampling period. In some cases
only a very small proportion of the wells may be sampled at one time or the samples can
be sporadic with some wells remaining unsampled for long periods of time due to their
proximity to other wells.
Presented in this work is a comparison of spatial and spatiotemporal modelling methods (spatial and spatiotemporal penalised splines and kriging) applied to two sampling
designs on simulated contaminated groundwater data. The first of these designs is taken
from a real life sampling scenario and contains incomplete sampling periods and the second is an unrealistic full design where samples are obtained from every monitoring well
at every sampling period.
The aim of this work is to determine whether for different sampling designs, the additional computational complexity of the spatiotemporal methods is justified with their
added benefit of being able to carry forward information from previous sampling periods
over the more efficient spatial methods which treat time independently.

Modelling the Shape of Emotions
Irene Mariñas, Adrian Bowman, Vincent Macaulay
University of Glasgow
Keywords: Gaussian processes, Shape analysis, 3D curves, Lip morphology.
A research project involving the School of Mathematics and Statistics and the Institute
of Neuroscience and Psychology at the University of Glasgow is currently capturing data
on facial shape in three-dimensions, with the aim of using this to study different medical
questions, such as the effect of surgery in the correction of cleft lip. The data are in the
form of three-dimensional point clouds which characterize each facial surface. Analysis
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of data of this nature raises very interesting questions about how to measure shape and
shape change over time.
My aim is to study the curves identifying the shape of the lips in a three-dimensional
facial image and their variation over the expression of different feelings such as fear,
anger, happiness, etc. To record the expressions, a large number of pictures of an actor
are taken with a stereophotogrammetric camera system, while she produces the emotion,
which leads to a set of data in four dimensions (the three spatial coordinates plus time).
The main challenge is to exploit the details of surface shape, while maintaining computational feasibility. A Gaussian Process (GP) approach is adopted. A GP is a flexible
model which does not approximate the system by fitting the parameters of a finite set of
basis functions, but rather by explicitly trying to capture the covariance structure of the
data. A model for one single curve in 3D is proposed, expressing the three coordinates
as single curves in terms of the arc-length. This notion is extended to models for each
coordinate evolving during the performance of the emotion.

Issues in the Design of Experiments for the Calibration of
Physical Models
Yiolanda Englezou, Tim Waite, Dave Woods
University of Southampton
Keywords: Computer experiments, Physical experiment, Bayesian design, Gaussian
process, Calibration.
We often want to learn about physical processes described by complex mathematical models implemented as computer simulators. To use a simulator to make predictions about
the real physical process, it is necessary to first perform calibration: that is, to use data
obtained from a physical experiment to make inference about the values of unknown tuning parameters whilst acknowledging discrepancies between the model and reality. There
is a substantial literature on the design of the computer experiment. However, the problem of designing the physical experiment in calibration is much less well-studied. In this
talk, we discuss some issues concerning the design of the physical experiment.

Developing Early Warning Systems through Predictive
Modelling to Identify At-Risk Students
Emma Howard
University College Dublin
Online education is expanding rapidly in part owing to its ability to reach a growing student population from a wider demographic area. With online learning and large classes,
it is often challenging for lecturers to identify students at risk of failing or dropping out.
Online modules allow us to record and track students’ interaction with online module resources on Virtual Learning Environments (VLEs), for example Blackboard and Moodle.
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Through analysing VLE data and other available student data (continuous assessment,
background information etc.), we can develop early warning systems to identify at-risk
students. This presentation will discuss how to develop an early warning system to identify at-risk students in courses with online components. In particular it will focus on using
Bayesian Additive Regression Trees (BART) for prediction analysis in two large first year
modules. Through data management and our final prediction method of BART, we are
able to predict students’ final grade by week 5 based on mean absolute percentage error
to within 3.5 percentage points. Subsequently, this presentation also discusses how early
warning systems are being used internationally.

STATISTICS IN BIOLOGY
Wednesday, 11:20 - 13:00, Room: E1.17, Chair: Lampros Bouranis

Lifting on Phylogenetic Trees
Nebahat Bozkus
University of Leeds
Keywords: Wavelets, Lifting, Phylogenetic tree.
Phylogenetic trees describe evolutionary relationships between related species. To construct a phylogenetic tree, we need a measure of distance between current species. Then,
by using agglomerative methods, the topology of the tree can be found from a distance
matrix for current species. During the agglomeration steps, estimated variance components can be tracked too. However, we believe that these variance components include
some noise, which may have an impact on the tree topology. To deal with this problem,
we propose the use of lifting. Lifting has recently been developed to extend the excellent
theoretical features of wavelets to data on irregular structures. Lifting can be applicable
in more general cases than wavelets because wavelets are restricted to data on regular
grids, with constraints on the number and spacing of grid points. Combining these methods leads to the possibility of denoising phylogenetic trees.

Information Geometry for 5-taxon Phylogenies
Maryam Garba
Newcastle University
Phylogenetic trees represent evolutionary relationships between species. The leaves on
the tree are extant species while the internal vertices are speciation events that occurred
in the past. The edge lengths represent the degree of divergence between the species at
its ends.
Previously, distances and associated geodesics between trees have been constructed
on the basis of the geometrical similarity of trees i.e. edge lengths and branching pattern.
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Instead, here we aim to construct geodesics and metrics which are based on probability
distributions on genetic data induced by phylogenies.

A Markov Random Fields Approach to the Gating of Flow
Cytometry Data
Kevin Brosnan, Norma Bargary, Kevin Hayes
Department of Mathematics and Statistics, University of Limerick, Ireland

Introduction. Flow cytometry is a technology that simultaneously measures and analyses multiple physical and chemical characteristics of single cells as they flow in a stream
through a beam of laser light. This technology has become an emerging state-of-the-art
device in microbiology and dairy science, and is also used extensively in medical diagnostics. The gating stage of analysis, the identification of homogeneous cell populations, is
performed using expert opinion rather than by employing a unified statistical framework.
The increased volume and complexity of flow cytometry data resulting from advances in
the technology greatly boosts the demand for reliable statistical methods and accompanying software implementations for analysis. The objective of this research is to provide
a statistically robust methodology for the gating of flow cytometry data which moves
beyond the expert-driven approach currently employed.
Methodology. One aspect of flow cytometry data which has not been properly exploited until now is the integer valued nature of such data, resulting from the technology
used to record it. Given this structural layer of flow cytometry data each pair of recorded
variables can be visualised as a 2-dimensional image. Markov Random Fields (MRF)
have been used extensively for image modelling and in recent years for drawing inferences from images. The approach here is to utilise this structure by applying an MRF
approach to allow the constructed images to be segmented into regions, each containing a
unique sub-population of the recorded cells. MRF also provide a probabilistic foundation
to the grid on which the flow cytometry data lies in, allowing additional inferences to be
drawn from the image data.
Results. The methodology is applied to the rituximab flow cytometry data which appears frequently throughout the flow cytometry literature for the purpose of demonstrating statistical methods on flow cytometry data. The results provide a visual and statistical
comparison of the sub-populations identified utilising the current expert-driven approach
and the new statistical approach proposed earlier.
Conclusions & Further Work. The proposed methodology moves beyond the current industry standard and will aid in the deployment of this state-of-the-art technology
to other fields of science and industry. While this research has focused solely on pairwise
analysis of variables, which is in line with current industry practices, the future of this
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project is to expand to a p-dimensional setting.

Alpha Helix Fitting
Mai Alfahad
University of Leeds
The alpha helix (α-helix) is a common secondary structure of proteins, which is a chain
of amino acids forms itself into three-dimensional space. The 3D protein structure is
very important, since the protein functions depend on it. Therefore, we aim to estimate
the alpha helix parameters which are: the registration parameters (rotation angles and
shift vector) ; and the structural parameters (radius, pitch and spacing (known)) of the
alpha-helix.
The estimation of the helix parameters is divided into two stages. In the first stage
the helix axis is estimated using an eigen- decomposition analysis. After this, the data
are rotated to “semi-canonical” form, for which the estimated helix axis is vertical. In
the second stage the remaining parameters are estimated by least squares method.
An alpha helix can be described as unkinked or kinked. A kink is a point in the helix
where a huge difference in the direction of the helix axis. Our real aim is to estimate the
kinked helix

Reconstructing an Ancestral Bat Call
Joseph Meagher
University of Warwick
The evolution of echolocation in bats is a phenomenon which is poorly understood. However it is possible that recent developments in the field of applied linguistics could shed
some light on the process. Fossil records do not provide direct insight into this evolution
and current methods of call analysis are based on feature extraction.
Is it possible to construct an approximate ancestral bat call, given a phylogenetic tree
and recordings of present day bats?
Here we show that by applying methods developed for the analysis of acoustic phonetic
data, we can model statistically bat calls.
These methods are applied to a dataset of 1,816 calls from 449 individual bats representing 22 different species. After converting audio recordings of calls into spectrograms
and preprocessing these, we can construct mean and covariance functions which describe
the calls for various species of bat.
Obtaining these mean and covariance functions provides avenues for further research,
in particular dimension reduction to simplify the representation of calls, investigation
of whether these features satisfy certain Gaussian tree constraints, and the possibility
of Gaussian Process regression for Evolutionary Inference. Should these avenues prove
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fruitful, approximating an ancestral bat call may be possible. It is also possible that as
work progresses, methods developed here may be of use in bat classification.

CLUSTERING AND CLASSIFICATION
Wednesday, 11:20 - 13:00, Room: E2.16, Chair: Gareth Davies

Statistics in the Dark: Privacy Preserving Methods for
Fully Homomorphic Encryption
Pedro Esperanca, Louis Asle’tt, Chris Holmes
University of Oxford
Keywords: Fully homomorphic encryption, Privacy preserving statistics.
Issues surrounding data security and privacy of personal information are of growing concern to the public, governments and commercial sectors. Privacy concerns can erode
confidence in the ability of organisations to store data securely, with a consequence that
individuals may be reticent to contribute their personal information to scientific studies
or to commercial organisations. Further, privacy laws bind organisations to keep data
under lock and key (e.g., patients’ personal and medical data), making cloud computing
an impossibility as this requires data to be stored and analysed by a potentially untrusted
third party.
Classical encryption techniques offer a solution to the privacy issues but effectively
render the data unusable for any statistical or machine learning computation as a result.
With recent developments in cryptography some of these problems have been sidestepped
due to Fully Homomorphic Encryption (FHE)—a cryptographic technique which allows
computation to take place directly with encrypted data and which guarantees correctness
and security at the expense of restrictions on the operations and computational cost.
We first present a brief overview of FHE as relevant for statisticians, discussing its
restrictions, limitations and applications. Next, we show that standard statistical tasks
such as classification and regression are still implementable under this framework, although algorithms must be reworked to comply with the restrictions imposed by FHE.
Finally, we give examples of such reworked algorithms for both regression and classification, and provide details on performance and computation costs.

Clustering Ranked Data with a Bayesian WAND
Stephen Johnson
Newcastle University
Ranked data arises in many areas of application, such as sports, politics and marketing.
Formally, a ranking can be viewed as a permutation of the elements (entities) of a set
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and this perspective has proved useful in the development of models for ranked data.
Also in many scenarios, rankers are asked only to report their top m ranked entities.
In summarising such datasets, it is useful to know whether rankers are equally informative, if there are clusters of rankers with similar views and if rankers can distinguish
between entities within ranker clusters. We investigate this problem using Bayesian nonparametrics, specifically, the Weighted Adapted Nested Dirichlet (WAND) process with
the Plackett-Luce model as its base distribution. This flexible model will be discussed
and details given on how, after introducing some latent variables, efficient Gibbs sampling
algorithms can be employed. A real world example will be considered to give a flavour of
how inference and posterior analysis can be performed.

Statistical Diagnosis from ECG
Chibueze Emmanuel Ogbonnaya, Simon Preston, Andrew Wood, Karthik Bharath
University of Nottingham
Keywords: Electrocardiogram, Discriminant Function.
We investigate the use of multivariate analysis methods to predict the health status of
patients on the basis of Electrocardiogram (ECG) measurements. We represent individual heartbeats as vectors, which we register to account for location, scale and slope of
the ECG signal being assumed nuisance information. We reduce dimension by Principal Component Analysis (PCA) and classify to health status using Linear Discriminant
Analysis based on PC scores. Using cross validation, we find that the prediction accuracy
generally improve with registration.

Modelling Substitutability in the Glasgow Housing Market
Cunyi Wang
University of Glasgow
Keywords: Substitutability, CPEP, Spatial Hierarchical Clustering, Spatial Chameleon
Hierarchical Clustering, Spatial Bayesian Model-based Clustering.
The UK housing market is a complex and constantly evolving structure. Modelling it
presents a challenging problem because the house trade is different from the other differentiated goods in that it is fundamentally spatial in nature. Moreover, the housing
market is not a global or national market, it is highly localized, with different areas following different patterns and affected by different factors. The main focus of interest
in this work is that of substitutability of similar dwellings in different areas, i.e. which
areas would be exchangeable for a customer in terms of physically similar abodes. In
this talk, I will examine the Glasgow housing market where house price information for
approximately 10,000 postcodes is available to model substitutability between the pairs
of postcodes. The measure of substitutability calculated for this data is the Cross Price
Elasticity of Price (CPEP). Once calculated this results in a square matrix with entries
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for CPEP across all pairs of postcodes. Using this, we can examine the Glasgow housing
market for evidence of groups, where substitutability between postcodes within the same
group should be high while inter-group substitutability will be low. Group discovery can
be performed using cluster analysis methods. Since a square similarity matrix is available, the natural suite of methods to begin with is the hierarchical clustering ones. There
are two issues with using traditional hierarchical clustering in this setting: 1) it ignores
the spatial information (which postcodes share a border) and will not necessarily produce spatially contiguous clusters, and 2) the traditional linkages used do not adapt well
to new information about closeness and interconnectivity of newly merged clusters. We
address the first issue by incorporating a neighbourhood matrix (binary square matrix
indicating which postcodes share borders by 1’s) into traditional hierarchical clustering.
The resulting spatial hierarchical clustering only combines postcodes which are geographically connected. This means that at any stage in the algorithm, the two postcodes or
clusters with the minimal distance will only be merged if they share a border. We then
adapt chameleon hierarchical clustering to incorporate spatial information to deal with
both issues. In spatial chameleon hierarchical clustering, it coarsens the large dataset into
a small size dataset by merging the most similar geographically connected objects, then
divides the coarse dataset into several clusters and reallocates the objects lying on the
borders of different clusters, finally, it uncoarsens the dataset back to its original dataset.
The performance of the new methods is assessed using a simulation study and results of
applying these methods to the Glasgow housing market to identify sub-markets will also
be presented.

Clustering Nonstationary Circadian Plant Rhythms using
Locally Stationary Wavelet Representations
Jessica Hargreaves, Marina Knight, Jon Pitchford, Seth Davis
University of York
Keywords: Evolutionary wavelet spectrum, Nondecimated wavelet transform,
Nonstationary processes, Unsupervised learning, Circadian clock.
How does soil pollution affect the plant’s circadian clock? Are there any differences
between how the clock reacts when exposed to different elements of the periodic table?
If so, can we characterise these differences?
We approach these questions by analysing and modelling circadian plant data, where
the levels of expression of a luciferase reporter gene were measured at regular intervals
over a number of days after exposure to different concentrations of lithium.
A key aspect of circadian data analysis is to determine whether a time series (derived
from experimental data) is ”rhythmic” and, if so, to determine the underlying period using
Fourier analysis. However, our dataset displays nonstationary traits such as changes in
amplitude, gradual changes in period and phase-shifts. Therefore, we assert that the
current methods to analyse such data are inadequate.
In this talk, we develop clustering methods based on a wavelet transform. Wavelets
are chosen as they are ideally suited to identifying discriminant local time and scale
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features. Furthermore, we propose treating the observed time series as realisations of
locally stationary wavelet processes. This allows us to define and rigorously estimate the
evolutionary wavelet spectrum. We can then compare, in a quantitative way, using a
functional principal components analysis, the evolutionary wavelet spectra of the time
series. Our approach uses a classical clustering algorithm to group the data according to
these time-frequency patterns. Finally, we demonstrate the advantages of our methodology over alternative approaches on simulation studies and the circadian data.

STATISTICS FOR HIGH-DIMENSIONAL DATA
Wednesday, 14:30 - 16:00, Room: E1.17, Chair: Umberto Noè

Empirical Comparison of Penalised Linear Regression
Methods in High-dimensional Settings
Fan Wang
MRC Biostatistics Unit, University of Cambridge

High-dimensional data, where the number of variables is much larger than the sample
size, arises in diverse application areas. Penalised linear regression methods are often
applied in these settings, where a penalty term shrinks coefficients towards zero or sets
a subset of coefficients to exactly zero, resulting in sparse models. Sparsity is desirable
because it is often reasonable to assume that only a small proportion of covariates influence the response variable and it helps to provide interpretable results. In addition
to performing variable selection, penalised linear models are also used to rank covariates
according to their importance in determining the response and to predict the response
for new samples or individuals. In this study we empirically compared the ability of
six penalised linear regression algorithms to perform selection, ranking and prediction in
high-dimensional settings. The algorithms we considered are LASSO, elastic net, ridge
regression, smoothly clipped absolute deviation (SCAD), Dantzig selector and stability
selection (for ridge regression we do not consider selection performance). We constructed
over 1,300 synthetic datasets to analyse in a systematic way how different factors (sample size, number of covariates, sparsity of the true underlying model, signal-to-noise ratio
and multicollinearity) affect the performance of each algorithm. For multicollinearity, we
investigated the effects of correlation strength and different correlation patterns. We also
investigated the influence of coefficient heterogeneity in a subset of simulation designs.
We found that performance of methods depends on both the properties of the data set
and purpose of the study. Our results form a useful resource to aid users in choosing the
most appropriate method for their analysis.
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Conditional Visualisation in Statistics
Mark O’Connell, Catherine Hurley, Katarina Domijan
Maynooth University
Keywords: Regression, Classification, graphics.
When a model consists of a single continuous predictor and a single response, the fitted
model is simply visualised as a curve in two dimensions. When a model involves two
predictors, it may be visualised as a surface in three dimensions; either as a contour
plot or a perspective mesh. When a model involves more than two predictors, there is
no direct way to visualise the model behaviour. Clearly, there is a need for producing
low-dimensional visualisations of models in high-dimensional space. One approach is conditional visualisation.

Mixtures of Infinite Factor Analysers
Keefe Murphy, Claire Gormley
University College Dublin
Keywords: Clustering, Infinite factor model, Dimension reduction, Adaptive Gibbs
sampler.
Orthogonal factor analysis is a dimension reduction technique which models the p-vector
xi as a linear function of a q-vector of unobserved latent factors f i , where q  p. The parsimony this induces on the covariance matrix can be incorporated into a Gaussian mixture
model framework. However, one must specify ranges of values for the numbers of groups
and factors when clustering via mixtures of finite factor analysers (MFA) in advance. The
pair of values which optimise some model selection criterion, such as BIC, are usually
chosen. Not only is this computationally intensive, it’s generally only reasonable to fit
models where the number of factors is the same across groups. The development to date
of an adaptive Gibbs sampler algorithm for clustering highdimensional data via mixtures
of infinite factor analysers (MIFA) is presented. As MIFA loadings matrices theoretically
have infinitely many latent factors, we use a prior which increasingly shrinks loadings
towards zero as the column index increases. The columns in the loadings matrix having
some proportion of elements in some neighbourhood of 0 are monitored. If the number of
such columns drops to zero, an additional loadings column is added by simulating from
the prior. Otherwise redundant columns are discarded and parameters corresponding
to the non-redundant columns are retained. MIFA therefore allows different numbers of
latent factors in each cluster and estimates these quantities automatically during model
fitting. The methodology is illustrated with application to metabolomic data, consisting
of 189 spectral peaks from urine samples of 18 subjects, half of which have epilepsy and
half of which are control subjects. A 2-cluster MIFA model correctly uncovers the epileptic and control groups, and gives different credible intervals quantifying the uncertainty
in each qg .
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Dimensionality Reduction and Data Integration Techniques
with Applications to Cancer Data
Alejandra Avalos Pacheco
University of Warwick
With the quickly increasing volume of different biological data becoming available due
to high-throughput technologies, it is becoming more and more difficult to discover the
interactions of diverse biological functions. In order to keep up with this large influx of
biological data, new integrative methods are needed based on dimensionality reduction
techniques for effective understanding of these vast amounts of information. We provide a
general overview of some of the most used dimensionality reduction techniques as well as
a data integration methods that rely on dimensionality reduction. Finally, a motivation
case study based on Cancer datasets is presented and discussed, along with directions for
future research.

Dimension Reduction of Spatio-Temporal Models using
Predictive Processes
John O’Sullivan, Andrew Parnell, Conor Sweeney
University College Dublin
Measuring changes in the frequency, intensity and duration of extreme events is quite
difficult, due to the scarcity of available data. Extreme Value Theory is a special statistical framework for conducting inference on the nature of extreme events, and is used
throughout this study. We propose a hierarchical Bayesian model, and the use of Markov
Chain Monte Carlo methods, to perform inference on the two parameters that uniquely
define the Generalised Pareto Distribution (GPD), and the single parameter of the Binomial Distribution. We present an application of our model to simulated data of the
significant wave height in the seas to the west of Ireland. Application of our model becomes impractical with increasing dimension. To overcome this problem, we suggest the
use of predictive processes to create a lower-dimensional spatio-temporal model, along
with some toy examples to demonstrate its efficacy.
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ENVIRONMENTAL STATISTICS
Wednesday, 14:30 - 16:00, Room: E2.16, Chair: Francesca Pannullo

Global Modelling of Air Pollution Using Multiple Data
Sources
Matthew Thomas
University of Bath
Air pollution is an important determinant of health and poses a significant threat globally. The World Health Organisation (WHO) are at the forefront of health modelling
and policy development worldwide and must ensure that this is based on accurate and
convincing evidence. A coherent framework for integrating data from various sources is
required that provides accurate and effective analysis and yield exposure estimates with
associated uncertainty. These estimates should be consistent with raw data and provide
a means for explanation when there are discrepancies. I will explore methodology previously used within WHO to estimate air pollution levels and how changes in framework
can significantly improve model predictions. I will also explain how Bayesian melding
can be used to match the requirements for air pollution modelling within WHO and the
associated challenges that arise from using this technique.

A Ratio Regression Approach to Salmonella Data Flocks
Using Validation Information
Carla Azevedo, Dankmar Böhning, Mark Arnold
University of Southampton
Keywords: Capture-recapture, Zero-truncated model, Ratio plot, Ratio regression.
Capture-recapture methods are mainly used to estimate the global size of a target population of interest when it cannot be completely observed. Frequently, in real applications,
due to a deficient identification/registration mechanism, only a portion of the population
is observed - the positive counts, and we might be able to predict the number of unobserved identifications. Therefore, our interest is to determine the size N of an elusive
population in which zero-counts are missing.
Let us assume that the members of the population are identified at m observational
occasions where m can be known or not. For each member i the count of identifications
for a generic unit Xi returns {0, 1, 2, ...} and i takes values from 1 to N . It is assumed that
Xi is available if Xi > 0. Xi remains unobserved if Xi = 0 while X1 , ..., Xn are observed
with n representing the total number of recorded individuals. We assume w.l.o.g. that
Xn+1 = ... = XN = 0, i.e., they are unobserved units. Let fx be the frequency of units
with count X = x. The population can therefore be described by a probability density
function px (θ), where x = 0, 1, ..., and
the probability of exactly x identifications
Pdenotes
∞
for a generic unit where px ≥ 0 and x=0 px = 1.
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Considering ratios of neighbouring count probabilities estimated by ratios of the observed frequencies, we will use the ratio plot to explore the pattern of the distribution
and heterogeneity of a case study data. We can then extend this theory to a regression
approach which will consider the mentioned ratios and fit a proper model to the data.
Finally, we use the model to derive an estimation for the frequency of hidden counts, f0 ,
projecting the model backwards. Sometimes, we can have additional information on the
unobserved units by a validation sample. It is possible to incorporate the information
coming from the validation sample into the modelling and decrease the bias in the estimation process. In this sample all the counts are observed. Let us denote by g0 , g1 , ..., gm
the frequency distribution associated with this sample. Notice that all the results and in
particular g0 are known.
Simulation studies were conducted to evaluate the quality and analytical precision of
the results. We were able to conclude that the use of a validation sample not only substantially increases the estimation accuracy but also reduces the bias in a large amount.
A zero-inflated model was also considered due to the suspicion of hidden observations in
the data in addition to those predicted by the non-inflated models.
We are interested to apply this theory to a public health problem scenario. This is a
joint work with the Animal and Plant Health Agency (APHA) in the UK which provided
the data used for this project. The data relates to salmonella infection in poultry.

A Mixed Model for Assessing Interactions Among Species in
Complex Ecosystems
Jack McDonnell1,2 , Thomas P. McKenna3 , Kathryn A. Yurkonis3 , Caroline Brophy1
1

2

Maynooth University
Animal and Grassland Research and Innovation Centre, Ireland
3
University of North Dakota

Keywords: Diversity-Interactions modelling, Weed biomass, Mixed model, Variance
components, Random effects.
Biodiversity is the variety of species within an ecosystem, and the outputs of an ecosystem
can be improved if species diversity is increased. While diversity effects are widespread
within grassland ecosystems, it is unclear to what extent species interactions contribute
to these effects. Diversity-Interactions models can be used to estimate species interaction effects on community responses such as resistance to weed invasion in plot-based
grassland experiments. However, when a large species pool is examined there are lots of
interactions (e.g. there are 120 pairwise interactions when 16 species are studied), and
modelling them can be complex; it may not be possible to estimate a large number of
interactions due to study design or if they can be estimated, there may be too many to be
biologically informative. Species physical position in space has not been addressed within
the previous Diversity-Interactions modelling approaches. To address these issues, we fit
linear and non-linear mixed models, using a small number of fixed parameters to describe
planted and/or spatial pairwise interactions and augmenting them by assuming random
distributions for interactions. To test whether the residual variance changed with the
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number of species, we allowed it to differ for monocultures (one species) and mixtures,
and tested weights on the mixture variance term such as the number of species in the
plot.
We tested these techniques on three years of data collected from the Species Pattern
and Community Ecology (SPACE) experiment at the University of North Dakota. Sixteen
species were planted in monoculture (1 species), and mixtures that varied in richness (2,
4, and 8 species) and species spatial pattern (random or clumped by species). Each plot
was 1 × 1 m divided into an 8 × 8 grid. The total weed biomass was recorded for every
year and the proportion of each species in each plot was recorded at the beginning of
each year, as well as which species was sown in each of the 64 cells. Fitting our modelling
approach to this data set, we ask “Can increased diversity help resist weed invasion?”
and “Does the type of spatial pattern alter diversity effects?”.
The models were fitted using REML with year as a repeated measure, and likelihood
ratio tests were used to compare them. In the best model, a small number of fixed parameters based on the biological properties of the species were used to estimate pairwise
interaction effects. Remaining variability due to interactions was explained by assuming
a random distribution for the pairwise interactions within each year. The residual variances of monocultures and mixtures were also split within year. Thus, a small number
of fixed coefficients were used to model the interactions, and this was supplemented with
random effects to explain further variability due to species interactions. We found that
increasing diversity reduced weed invasion but that spatial pattern was less influential.

Modelling Spatial Extent and Severity of Extratropical
Cyclones
Paul Sharkey
Lancaster University
Extratropical cyclones are dominant features of the European weather landscape that are
responsible for strong winds and heavy rainfall. Accurate statistical modelling of weather
extremes related to cyclones is essential to aid the design of robust infrastructure and
develop suitable response strategies to limit the social and economic difficulties such extremes may cause. In recent years, such activity has been linked to widespread flooding
events, such as Storm Desmond in December 2015. Extreme value analysis has long been
used to model severe wind and rain events, but largely in a context which ignores the
spatial and temporal aspects of the cyclone itself and the physics that generate the extremes of interest. In order to characterise the behaviour of these extremes in relation to
the storm systems that drive them, we first construct a model that represents cyclonic
behaviour in the North Atlantic and European domain that captures the spatial extent
and severity of these weather systems. We present a statistically consistent framework for
cyclones that incorporates various aspects of cyclone evolution, movement and structure.
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Multistate Ornstein-Uhlenbeck Processes for Modelling
Animal Movement
Theo Michélot
University of Sheffield

Animal movement modelling is a growing field of statistical ecology, as technological
progress makes it easier to collect large sets of sophisticated movement data (e.g. with
GPS tags). In this talk, I will give a brief overview of the different approaches to the
statistical analysis of animal movement data. Then, I will focus on continuous time
models, based on diffusion processes, and explain how they can be used by ecologists to
understand better the influence of environmental constraints on an animal’s behaviour.

STOCHASTIC PROCESSES AND MATHEMATICAL STATISTICS
Thursday, 09:00 - 10:40, Room: E1.17, Chair: Mark Yarrow

Stein’s Method for Functional Approximation
Mikolaj Kasprzak
University of Oxford

In [1] A. Barbour used Stein’s method to prove the following result. Let Xi ’s be iid.
3
2
with EXi = 0, EXP
i = 1, E|Xi | < ∞, W denote a standard Wiener process on [0, 1]
n
and Yn (·) = n−1/2 i=1 Xi I[i/n,1] (·) ∈ D[0, 1]. Let g : D[0, 1] → R be twice Fréchet
differentiable and satisfy |g(w)| ≤ K(1 + kwk3∞ ) for a uniform constant K. Let its second
derivative be Lipschitz with respect to the supremum norm. Then:


p
|Eg(Yn ) − Eg(W )| ≤ CkgkM n−1/2 E|X1 |3 + log n ,
where:
|g(w)|
kDg(w)k
kD2 g(w)k
kD2 g(w + h) − D2 g(w)k
+sup
+sup
+
sup
.
3
2
khk∞
w∈D 1 + kwk∞ w∈D 1 + kwk∞ w∈D 1 + kwk∞ w,h∈D

kgkM = sup

This bound was better than the one appearing in the famous approximation of Komlós,
Major and Tusnády from 1975 and 1976. We extend Barbour’s result to an analogous one
concerning a p-dimensional random walk with independent components approximated
by a p-dimensional standard Brownian Motion for p > 1 and one concerning a twodimensional random walk with weakly dependent components:
!
n
2n−l
X
X
Yn (·) = n−1/2
Xi I[i/n,1] (·),
Xi I[(i−n+l)/n,1] (·) ∈ D[0, 1]
i=1

i=n−l+1
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approximated by a standard planar Brownian Motion on [0, 1]. We also derive analogous
bounds on the approximation of a correlated random walk:
Yn (·) = n

−1/2

n 
X

(1)

(1)

Xi , ρ(·)Xi

+


p
(2)
1 − ρ2 (·)Xi
I[i/n,1] (·) ∈ D[0, 1],

ρ : [0, 1] → [−1, 1],

i=1
(1)

(2)

where Xi ’s and Xi ’s are all iid. with mean 0, variance 1 and a finite third moment, by
a correlated Brownian Motion on [0, 1]. Similarly, Stein’s method lets us obtain a bound
in the approximation of a sequence of scaled non-degenerate U-statistics by a Wiener
process, as in the well-known invariance principle for U-statistics. We provide explicit
values of all the constants appearing in the above mentioned bounds.
This work is part of my DPhil project supervised by Professor Gesine Reinert.
[1] A.D. Barbour. Stein’s method for diffusion approximation. Probability Theory and
Related Fields, 84: 297-322, 1990.

First Passage Time Problem for Ornstein-Uhlenbeck
Process Using Perturbation Expansion
Luting Li
London School of Economics and Political Science
In this project we analyze the first passage time (FPT) problem of the Ornstein-Uhlenbeck
(OU) process to an arbitrary threshold. By applying perturbation expansions on the
mean-reverting parameter we give an explicit solution of the inverse to the perturbed
Laplace transform. Numerical examples in comparison with other known methods are
provided to show the accuracy and computational efficiency of this new approach. Potentially this technique could be applied to similar problems from other (jump) diffusion
processes.

A Nonparametric Eigenvalue-Regularized Integrated
Covariance Matrix Estimator Using High-Frequency Data
for Portfolio Allocation
Phoenix Feng
London School of Economics and Political Science
In portfolio allocation using high frequency data, to ameliorate the bias contributed from
the extreme eigenvalues of the sample integrated covariance matrix when the dimension
p of the matrix is large relative to the average daily sample size n, various researchers
attempted regularization with specific assumptions on the true matrix itself, like sparsity
or factor structure, which can be restrictive at times. With non-synchronous trading
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and contamination of microstructure noise, we propose a nonparametrically eigenvalueregularized integrated covariance matrix estimator (NERIVE) which does not assume
specific structures for the underlying integrated covariance matrix. We show that NERIVE is almost surely positive definite, with extreme eigenvalues shrunk nonlinearly under
the high dimensional framework p/n → c > 0. We also prove that almost surely, the
minimum variance optimal weight vector constructed using NERIVE has maximum exposure upper bound of order p−1/2 and actual risk upper bound of order p−1 . The practical
performance of NERIVE is illustrated by comparing to the usual two-scale realized covariance matrix as well as some other nonparametric alternatives using different simulation
settings and a real data set.

Convex Hulls of Planar Random Walks with Drift
James McRedmond, O.Hryniv, A.R.Wade.
Durham University
Keywords: Convex hull, Random walk, Central limit theorem.
Given an n-step planar random walk with drift, we consider the perimeter length of its
convex hull. This length was shown to satisfy a law of large numbers by Snyder and
Steele (1993) and the variance asymptotics, with the corresponding central limit theorem, were established by Wade and Xu (2013). However, the central limit theorem result
does not hold for some degenerate cases for which the variance asymptotics are o(n).
One particularly interesting walk of this type is the two dimensional position-time plot of
the one-dimensional simple symmetric random walk. We discuss the proof of the original
limit theorem and then some possible adaptations which could prove our conjecture that
the variance is in fact O(log n) for the degenerate walks, a result which we infer from our
numerical evidence.

Convergence in High Probability of the Quantum Diffusion
in a Random Band Matrix Model
Vlad Dumitru Margarint
University of Oxford
Random band matrices are the natural objects that interpolate between Wigner matrices
and random Schroedinger operators. We consider Hermitian random band matrices H in
d ≥ 1 dimensions. In our model, the matrix elements Hxy , indexed by vertices of a lattice
x, y ∈ Λ ∈ Zd , are independent, uniformly distributed random variables on S1 if |x − y|
is less than the band width W , and zero otherwise. In this model, we consider the time
evolution on the lattice of a quantum particle subjected to the Hamiltonian H. I will
report on recent progress in understanding this evolution, upgrading the known mode
of convergence from convergence of the expectation to convergence in high probability.
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The main tool for proving the result is the use of combinatorial and graphical arguments
emerging from certain double-rooted Feynman graphs. This result was obtained in a
Semester Project supervised by Professor Antti Knowles in ETH Zürich.

APPLIED STATISTICS 2
Thursday, 09:00 - 10:40, Room: E2.16, Chair: Josephine Khan

A New Method for Estimating the UK Unemployment Rate
Gareth Davies
Cardiff University

The Office for National Statistics produce quarterly estimates of the UK unemployment
rate. These estimates are calculated using data from the Labour Force Survey. Approximately 100,000 UK citizens complete the Labour Force Survey each quarter. Based on
their responses, each of the respondents is assigned a number, referred to as a weight, that
indicates their relative importance in the sample. These weights are used to calculate
an estimate of the UK unemployment rate, as well as in the calculation of many other
statistics that often appear in the news headlines.
Initially, a pre-determined “design” weight is assigned to each respondent in the sample. The talk will begin with a brief explanation of how these design weights are determined in practice. Whilst the design weights may be sufficient in certain estimation
problems, many problems in official statistics require weights that give consistent estimates with known totals from other surveys or the Census. A procedure known as
calibration is used to adjust the design weights.
The calibration procedure seeks to minimize the deviation between the new, calibrated
weights and the initial, design weights. The calibrated weights are then used to form
calibration estimators. There are many so-called ‘distance functions’ that can be used to
assess the deviation between the design weights and the calibrated weights, and we shall
discuss the properties of several of these functions during the talk.
However, in practice, the variance of the calibration estimator is of more interest
than the weights themselves. We propose an alternative approach to calibration that
minimizes the mean squared error of the calibration estimator.
From a practical perspective, this approach has many advantages over standard calibration techniques. We shall illustrate this for several Labour Force Survey datasets, and
show that the proposed method leads to more consistent estimates of the UK unemployment rate.
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Inference in Epidemic Models to Jointly Estimate
Transmission and Severity
Alice Corbella, Anne Presanis, Paul Birrell, Daniela De Angelis
MRC Biostatistics Unit, University of Cambridge
Keywords: Bayesian Statistics, Case fatality risk, Epidemics, Evidence synthesis,
Severity.
Identifying the magnitude, timing and severity of an epidemic is crucial to plan public health policies. SIR-type compartmental models are often used to describe epidemic
dynamics, but proper estimation is challenging when derived at the beginning of the
outbreak and/or when data are few. Moreover, measuring severity via the case fatality
risk (CFR) is burdensome due to censored and sparse observations. We aim at disentangling these challenges and measuring both transmission and severity from the very
early stage of an epidemic. A Metropolis-Hastings sampler is formulated to allow for the
estimation of the main parameters of the transmission and observational model and to
integrate prior information within a Bayesian setting. Results are obtained and correlation problems, due to the complexity of the model and the very few data, are explored.
Regarding the estimation of severity, competing risks models are used to derive the CFR.
Parametric and non-parametric survival methods are applied to time to event data (reporting the time from admission to hospital to death or discharge) and instantaneous risk
estimators are derived for counting process data (reporting daily admission to hospital,
deaths or recoveries). Kernel moving averages and landmarking are explored to allow for
time-varying estimation. Lastly, methods to jointly model transmission end severity are
explored. Data from seasonal influenza epidemics in the UK are simulated and analysed.
Results from the methods used are presented: advantages and disadvantages of the estimation techniques are discussed.

Assessing Dynamic Functional Connectivity in
Heterogeneous Samples: an fMRI Simulation Study
Brieuc Lehmann1 , Simon White1 , Rik Henson2 , Linda Geerligs2
1

2

MRC Biostatistics Unit
MRC Cognition and Brain Sciences Unit
University of Cambridge

Keywords: fMRI, Dynamic functional connectivity.
Functional magnetic resonance imaging (fMRI) is a non-invasive neuroimaging technique
which allows us to measure brain activity. Over the last decade, research in fMRI has
shifted from identifying regional activations in task-based experiments to investigating
brain networks based on functional connectivity (FC) in resting-state studies. Until recently, most methods used to examine FC have implicitly assumed that connectivity
remains constant throughout the duration of an fMRI scan. Novel approaches are now
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being developed to assess the dynamics of FC. This talk will focus on some of the current
methods used to assess whole-brain dynamics. I will also present results from a simulation study, outlining some of the limitations of these methods when used to analyse
dynamic FC in heterogeneous samples.

Offsetting the Size Parameter when Fitting Negative
Binomial Models
Wan Jing Low, Paul Wilson, Mike Thelwall
University of Wolverhampton
Offsets are commonly used in the Poisson and negative binomial models to account for
observations being collected over units of different area or over differing periods of time.
Using the example of a Poisson model, given differing exposure ki , for xi covariates, with
coefficients β, the Poisson mean (using a log-link) is log µi = xi T β + log ki . Previous
studies have often incorporated offsets when modeling the mean of Poisson and negative
binomial models, but none seem to have included an offset when modeling the negative
binomial size parameter. The incorporation of an offset when modelling the Poisson mean
automatically ensures correct variance estimation. However, this is not true in the case
of the negative binomial model,
f (y|µ, α) =

(µα)y
Γ(y + 1/α)
·
Γ(y + 1)Γ(1/α) (µα + 1)y+(1/α)

which has mean (µ) and size parameters (α), with variance function µ + µ2 α (commonly
denoted NB2). Neglecting to incorporate an offset term for the size parameter of a NB2
model when required causes underestimation of the variance of the distribution. For example, when modelling fisheries data using a NB2 model, this is necessary if observations
are obtained from different areas. However, this is not the case for the NB1 negative
binomial model
αy
Γ(y + (µ/α))
·
f (y|µ, α) =
Γ(y + 1)Γ(µ/α) (1 + α)y+(µ/α)
with variance function µ + µα due to the linear mean/variance relationship.
In this study, we show that if a log-link is used, and the NB2 mean is offset by log(k),
where k represents the differing exposure period or area, then it is also necessary that the
size parameter is offset by − log(k) or log(k) depending on the parameterisation used. We
show this using moment generating functions, and apply our findings to examples, with
simulated and real data. We illustrate this using fisheries data, which were previously
used to investigate effects of commercial fishing on fish population, and found that this is
necessary to obtain correct estimates when the NB2 model is fitted. In addition, whilst
some statistical software packages do not allow the incorporation of offsets in the NB2
size parameter, two exceptions are the R packages gamlss and VGAM.
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Statistical Analysis of Interval-censored Data in
Questionnaire Surveys
Angel Angelov, Magnus Ekström
Umeå University, Umeå, Sweden
Interval-censored data arise in questionnaire surveys when, instead of being asked to provide an exact value, respondents are free to answer with any interval. Such a format
is particularly suitable when asking questions that are difficult to answer with an exact amount (e.g. recall questions). In this context, the assumption of noninformative
censoring is violated, and thus standard methods for interval-censored data can not be
applied. We suggest a nonparametric maximum likelihood estimator of the underlying
distribution function, based on a certain data collection scheme. The consistency of the
estimator is established under general conditions and an iterative procedure for finding
the estimate is proposed. The performance of the method is evaluated in a simulation
study.

APPLIED BAYESIAN STATISTICS
Thursday, 11:20 - 13:00, Room: E1.17, Chair: Paul Sharkey

How Robust are the Estimated Effects of Air Pollution on
Health? Accounting for Model Uncertainty Using Bayesian
Model Averaging
Francesca Pannullo, Duncan Lee, Eugene Waclawski, Alastair H. Leyland
University of Glasgow
Keywords: Bayesian model averaging, conditional autoregressive models, nitrogen
dioxide, spatial autocorrelation.
The long-term impact of air pollution on human health can be estimated from smallarea ecological studies in which the health outcome is regressed against air pollution
concentrations and other covariates, such as socio-economic deprivation. Socio-economic
deprivation is multi-factorial and difficult to measure, and includes aspects of income,
education, and housing as well as others. However, these variables are potentially highly
correlated, meaning one can either create an overall deprivation index, or solely use the
individual characteristics, which can result in a variety of pollution-health effects. Other
aspects of model choice may affect the pollution-health estimate, such as the estimation of the air pollution concentrations, and the spatial autocorrelation model chosen.
This variation in effect estimates due to model uncertainty is typically ignored, as results
from a single ‘final’ model are often presented. However, it is likely to be crucial in this
context because the estimated effect sizes are typically small and their significance will
44

depend on the final model chosen, thus it is likely that statistically significant or nonsignificant results could be presented depending on the choices made by the investigators.
We therefore investigate the impact of three such modelling choices, namely estimation of
nitrogen dioxide (NO2) concentrations, the measure of socio-economic deprivation used,
and the method of control for residual spatial autocorrelation. We present a new study of
NO2 concentrations and cardio-respiratory mortalities in West Central Scotland between
2006 and 2012, in which we quantify empirically how robust the estimated pollutionhealth effect sizes are to these factors, and present a Bayesian model averaging (BMA)
approach to estimating the overall effect size whilst accounting for model uncertainty.
Our main finding is that the choice of these three factors can have a major impact on
the resulting pollution-health effects, with relative risks ranging from 0.980–1.053. The
overall estimated pollution-health effect size shows a 5 µgm/3 increase in NO2 concentrations is associated with 1.1% higher cardio-respiratory deaths in West Central Scotland.
However, this effect is (borderline) not substantial at the 5% level, as the resulting 95%
credible interval (0.993,1.029) contains the null risk of one. Different pollution-health
effects can be estimated depending on the modelling choices made, and we have shown
how to combine the results from different models, removing potential bias due to the
use of a single deprivation measure, and providing robust evidence of the effects of air
pollution on the human population.

A Bayesian Approach to Road Accident Hotspot
Identification
Joe Matthews
Newcastle University
Historically, road traffic safety authorities have implemented safety countermeasure strategies “reactively”, i.e. after a particular set of threshold criteria have been exceeded, usually a given number of collisions/fatalities etc at a given road site, commonly referred to
as a hotspot. Here we propose a method for implementing these methods “proactively”,
that is to predict where these hotspots are likely to exist in the future, meaning that safety
countermeasures can be implemented without the need for excessive numbers of casualties
to occur first. To do this we make use of Bayesian hierarchical modelling, calling upon an
accident prediction modelling framework to inform our analysis and allow us to account
for statistical confounding factors such as regression to the mean (RTM) and trend etc in
our data. Furthermore we demonstrate an app developed using the SHINY package in R
which has allowed road safety practitioners with no knowledge of the modelling intricacies
involved, to make use of our techniques and allow them to inform their road safety policy.
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Using Chain Graph Models for Regression Analysis – an
Application to Linguistic Data
Craig Alexander, Ludger Evers, Tereza Neocleous, Jane Stuart-Smith
University of Glasgow

Graphical models provide a visualisation of the conditional dependence structure between
variables, making them an attractive tool for inference. We discuss the use of a chain
graph model as an alternative to a standard regression analysis. The improved readability
of the model output makes this an appealing alternative for those not with a strong
background in statistics.
The model is constructed in two parts. The directed edges between the response
and explanatory variables are modelled using a Bayesian hierarchical model, which has
the capability to include random effects. We include the capability to model multiple
response variables also. The dependence structure between these response variables is
modelled using a Bayesian Gaussian graphical model.
We present an application of this model using linguistic data obtained from the Sounds
of the City corpus which consists of a real time corpus of Glaswegian speech. From the
data, we look to recover the underlying chain graph model detailing which factors affect
vowel quality.

Estimating Health Inequalities Across Scotland
Eilidh Jack
University of Glasgow
Disease risk is not constant over space and is often impacted by exposure to risk inducing
behaviour such as consumption of alcohol. Deprivation is usually a major factor in the
spatial variation observed in the risk of disease, with more highly deprived areas usually
exhibiting elevated levels of disease risk. This difference in disease risk between social
groups and population areas is known as “health inequality”, and not only has implications for allocation of health services but also results in social injustice. Health inequality
is a major problem in Scotland and results presented in my talk aim to quantify potential
inequalities between the health boards in Scotland who are responsible for health care
provision using a hierarchical Bayesian model.
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Time Series with Mixed Distributions and an Application to
Daily Rainfall
Muhammad Safwan Bin Ibrahim
Newcastle University
Keywords: Time series, Bayesian statistics, Mixture model, Mixed distribution,
Spatio-temporal data.
A mixture model can be used to represent two or more sub-populations. A special case
is when one of the sub-populations has a degenerate (or discrete) distribution and another has a continuous distribution. This leads to a mixed distribution. For example,
daily rainfall data contain zero and positive values. This can be represented using two
processes; amount process and occurrence process. We investigate models for time series
and for spatio-temporal data from Italian and British daily rainfall. Then we develop the
model using Bayesian methods for analysis and forecasting.

STATISTICAL METHODS
Thursday, 11:20 - 13:00, Room: E2.16, Chair: Gareth Davies

Challenges in Ordinal Response Data Modelling
Altea Lorenzo-Arribas1,2 , Antony M. Overstall2 , Mark J. Brewer1
1

Biomathematics and Statistics Scotland (BioSS)
2
University of Glasgow

Keywords: Ordinal response data, Cumulative link models, Thresholds, Goodness of fit,
Residuals.
Ordinal response data models and particularly cumulative link models present specific
challenges when incorporating random effects and imposing different thresholds structures. These models are frequently used in social science contexts in which subject-specific
characteristics and response patterns can be highly relevant.
Additionally, residual diagnostics for models with ordinal outcomes are generally accepted as not well developed. Main problems are associated with the discrete nature of
the data. Challenges include; they do not provide only one value per subject, they do not
reflect the overall direction of the observed values, they are not monotonic with respect
to the observed values for those with the same covariates, they do not have a range of
possible symmetric values with respect to zero and they do not have expectation zero.
We will show the advantages of flexible versions of cumulative link models. We will
also propose the use of randomised quantile residuals as a solution to the challenges derived from existing approaches to model assessment and we will build a framework for
assessment of goodness of fit in the ordinal response models context.
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Modelling with Algebraic Techniques
Shaoxiong Hu
Queen Mary University of London
An important class of regression models both from a scientific and an algebraic point of
view are hierarchical models. A hierarchical model includes an interaction term such as
if is in the model then so are the intercept and x1 , x2 . Such models are described as
staircase models in algebra because of this divisibility property. Hierarchical models may
be identified via the algebraic method in experimental design.
A description of terms in a hierarchical model degree by degree is performed by the
Hilbert function. In such a study, Betti numbers effectively count those monomials. We
consider a different class of hierarchical models, called corner cuts which can be separated
from its complement by a hyperplane. A special type of models, called lex segment model
which has maximal Betti numbers. We work around an algorithm that yields corner cut
models that are also lex segment models. This algorithm can be divided into three parts.
First we want to construct the lex segment model. Second is to construct a corner cut
and we consider a proper weight vector to order monomials. Finally, we get a sufficient
condition for this construction.
We propose a modelling strategy that applies the conditions we have found to select
models in a dataset from the literature. The algorithm above can be adapted to explore different regression models. We focus on corner cut models described above and
2
compare them using traditional measures such as R2 , the adjusted one, RA
and the residual error which exactly indicates how close the data are to the fitted regression. Future
work will embed our algebraic methodology with model selection techniques such as lasso.

Inference in Nonlinear Systems with Unscented Kalman
Filters
Diana Giurghita
University of Glasgow
An increasing number of scientific disciplines, most notably the life sciences and health
care, have become more quantitative, describing complex systems with coupled nonlinear
differential equations. While powerful algorithms for numerical simulations from these
systems have been developed, statistical inference of the system parameters is still a challenging problem. A promising approach is based on the unscented Kalman filter (UKF),
which has seen a variety of recent applications, from soft tissue mechanics to chemical
kinetics. The present study investigates the dependence of the accuracy of parameter
estimation on the initialisation. Based on three toy systems that capture typical features
of real-world complex systems – limit cycles, chaotic attractors and intrinsic stochasticity
– we carry out repeated simulations on a large range of independent data instantiations.
Our study allows a quantification of the accuracy of inference, measured in terms of two
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alternative distance measures in function and parameter space, in dependence on the
initial deviation from the ground truth.

Registration of Unscaled 2D/3D Functional Data Using
Fisher-Rao Metric
Pengcheng Zeng, Jianqing Shi
Newcastle University
Keywords: Functional data analysis, Registration, Fisher-Rao metric.
Functional data analysis has a widespread applications in many research areas, ranging from medical science, speech processing, biology and geology. In most cases, the
structure of data is too complicated, such as hard to be scaled over all observations,
multi-dimensional (2D/3D). So, in order to reduce the variance and improve parsimony
in the resulting model, a good choice of registration methodology will make a huge difference. In this talk, we will introduce a new methodology for the alignment of unscaled
2D/3D functional data by Fisher-Rao Metric. The multi-dimensional data (2D/3D) registration will be separated to one dimension using the method proposed by Srivastava
(2011), followed by the dilation and translation. In our method, the dilation would not
distort the information in the data. Finally we will do some simulation study and real
data analysis.

Spatial Weight Matrix Estimation and Dynamic Spatial
Autoregression Model
Cheng Qian, Clifford Lam
London School of Economics and Political Science
Keywords: Spatial econometrics, Spatial dynamic effect, Profile least square estimation,
Functional dependence measurement, Spatial fixed effects.
Spatial econometrics focus on cross sectional interaction between physical or economic
units. However, most of studies apply a prior knowledge about spatial weight matrix in
spatial econometrics model. Therefore misspecification on spatial weight matrix could
affect significantly accuracy of model estimation. Lam (2014) has provided an error
upper bound for the spatial regression parameter estimators in a spatial autoregressive
model, showing that misspecification can indeed introduce large bias in the final estimates. Meanwhile, new researches on spatial weight matrix estimation only consider
static effects but not include dynamic effects between spatial units. Our model firstly use
the different linear combinations of same spatial weight matrix specifications for different time-lag responds in proposed spatial econometrics model. To overcome endogeneity
from autoregression, instrumental variables are introduced. The model we use in this
paper can also find fixed effects and spillover effects. Finally, we also develop asymptotic
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normality for our estimation under the framework of functional dependence measure introduced in Wu (2006). The proposed methods are illustrated using simulated data.

COMPUTATIONAL STATISTICS
Thursday, 14:00 - 15:40, Room: E1.17, Chair: Alice Corbella

Efficient Algorithms for Avoiding Sure Loss
Nawapon Nakharutai
Durham University

In situations where we have little data or where we have little expert opinion, instead of
stating probabilities which can lead to an erroneous conclusion, we can specify probability bounds. Lower previsions (Walley, 1991) provide a good way to do this, by bounding
expectation. In this study, we explore more efficient algorithms for checking an important
basic consistency principle for lower previsions, called ”avoiding sure loss”. The problem
of checking avoiding sure loss can be written as a fully degenerate linear program. This
linear program can be solved by standard methods such as the simplex method or the
affine scaling method. We propose a new way of reducing the size of this linear program
and for minimal introduction of artificial variables. Since the simplex method can be
extremely inefficient for fully degenerate linear programs, we explore whether there is a
benefit in using other methods, such as the affine scaling method. We propose a simple
way to obtain an initial interior solution for our problem, which is required for starting the
affine scaling method. We also identify a condition under which the algorithm can detect
inconsistency much earlier compared to standard stopping criteria from the literature.
In future, we plan to investigate which method is the best suited for checking whether
a lower prevision avoids sure loss. We hope that this work will encourage people to
use more efficient algorithms for checking avoiding sure loss, instead of standard methods
such as the simplex method which are potentially very inefficient for this specific problem.

Online Bayesian inference for dynamic linear models with
application to temperature data
Yingying Lai
Newcastle University
Recent advances in sensor technology and data management mean that it is now possible
to reliably and affordably collect data from cities regarding the following urban flows:
power, heat, gas, water (both flood waters and waste water) and transport. It is also
possible to measure air quality and through social media the city’s population can also
contribute to data collection. However this data collection is merely the starting point.
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It is essential to be able to analyse these data and build accurate models which describe
the stochastic nature, interdependencies and correlations between these multiple data
sets. This requires stochastic modelling of dynamic non-stationary processes. We adopt
a Bayesian approach and use parallel computing techniques to speed up our algorithms.
Dynamic linear models (DLMs) are used effectively in numerous applications, particularly in short term forecasting, intervention analysis and monitoring. Particle filters
(sequential Monte Carlo) are on-line Bayesian inference algorithms which update posterior beliefs about the parameters and states as each observation becomes available. In
this presentation we will discuss the mechanism of particle filters, particularly focusing on
iterated batch importance sampling (IBIS) and adaptive IBIS and their implementation
on online learning of the parameters and states for DLMs.

Inference in Nonlinear Differential Equations
Umberto Noè
University of Glasgow
As human understanding of real world phenomena progresses, the developed models become more complex, accurate and intricate. Nowadays research is mostly done in groups,
where people specialized in particular fields join forces to produce what is commonly
known as a black-box function that encodes all the group’s knowledge of a particular
system. Many of the black-box models developed include differential equations, which
can be linear or nonlinear. For the linear ones we have an analytical solution, while for
the nonlinear ones it is not possible to find an analytical solution. We can solve them
numerically, and this adds the extra computational cost that we would like to avoid while
performing inference in models as the complexity grows. Simulation concerns the numerical solution of system-specific equations for fixed parameters. Inference, instead, entails
repeated simulations with different parameter settings for parameter optimization, sampling, marginalization or emulation. Trying different settings of the parameters in this
context will add extra computation time, and this means that we need to bypass the
simulator of the physical phenomenon and exploit a probabilistic emulator of it, typically
cheaper to evaluate. Noè et al. (2015) empirically showed that the maximum of the
emulated likelihood is an unbiased estimator of the true parameter configuration. In the
poster we discuss and compare different methods to perform likelihood-based inference
in these observation-costly systems; methods that keep as low as possible the number of
forward simulations.
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A Comparison of MCMC for Big Data
Jack Baker, Paul Fearnhead, Emily Fox, Christopher Nemeth
Lancaster University

Is it possible to implement MCMC in a Big Data setting? Recently a number of ideas
have been proposed to improve MCMC for large datasets; but little has been done to
compare their performance.
This talk aims to understand which methods work well in different situations. We
focus on two types of method. The first category splits the data into batches, runs
MCMC on these batches in parallel, and recombines to obtain an approximation to
the posterior. The second category combines dynamics-based sampling methods with
stochastic gradient techniques.
We compare a variety of methods in different situations. For example: how do methods perform when the posterior is multi-modal, heavy-tailed or high dimensional? How
robust are methods to changes in the algorithm setup?

Dynamic Programming in Stochastic Optimal Controls with
Delay and Applications
Zimeng Wang, David J. Hodge, Huiling Le
University of Nottingham
Keywords: Anticipated backward stochastic differential equation, Dynamic programming,
Delayed linear-quadratic stochastic optimal control, Hamilton-Jacobi-Bellman equation,
Stochastic optimal control with delay.
This paper uses the method of dynamic programming to investigate a class of stochastic optimal controls for state systems described by stochastic differential equations with
(time) delay. The way of depending on the past only is only through a single point
X(ω, t − δ) of state process. We introduce an auxiliary function associated with the value
function and then apply dynamic programming to derive a finite-dimensional HamiltonJacobi-Bellman (HJB) equation. An HJB equation satisfied by the auxiliary function
instead of the value function. We also prove the corresponding stochastic verification
theorem and obtain the connection to the corresponding stochastic maximum principle.
Furthermore, we apply the result to delayed linear-quadratic stochastic optimal controls
and verify our theory with numerical examples.
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APPLIED STATISTICS IN HEALTH SCIENCES
Thursday, 14:00 - 15:40, Room: E2.16, Chair: Alan Benson

A Bayesian Mixed Model Approach to Combine Clinical
Trials and Observational Data: Investigating the
Effectiveness of Acetylcholinesterase Inhibitors and
Memantine in Dementia
Ruth Young, Robert Stewart, Mizan Khondoker, Sabine Landau
King’s College London
Keywords: Bayesian mixed models, Randomised controlled trials, Electronic medical
records, MCMC, Acetylcholinesterase inhibitors.
Randomised controlled trials (RCTs) are considered the gold standard for studying treatment effectiveness, however their limitations include short follow-up durations and small
and highly selective samples. On the other hand electronic medical records, such as the
South London and Maudsley (SLaM) Biomedical Research Centre (BRC) case register,
can provide data on the use of treatments in routine clinical practice for a large number of patients with a wide variety of comorbid conditions and long follow-up periods.
Often, however, these data sources lack an adequate control group and we must make a
projection in order to be able to estimate treatment effects. In this project we develop
a statistical framework to combine data from both RCTs and longitudinal electronic
medical records.
A Bayesian mixed effects model is used to describe how treatment and other factors
affect the outcome in the longitudinally observed cohort data. This model is analysed
using Markov Chain Monte Carlo methods (MCMC). Available RCT evidence is identified
by a systematic review and a random effects meta-analysis conducted in order to estimate
the treatment effect of the drugs of interest. Then the results of the meta-analysis are
used to construct an informative prior distribution for the treatment effect and this is
used in the Bayesian mixed model of the observational data in order to obtain more
reliable and generalisable estimates of treatment effectiveness.
These methods are applied to consider the effectiveness of two types of drugs used in
the management of dementia; acetylcholinesterase inhibitors (AChEIs) and memantine.
The treatment effect of these drugs is estimated in terms of the mini-mental state examination (MMSE) scale which is a measure of global cognition. Seventy-eight RCTs have
evaluated the effects of these drugs on cognition and 3883 patients in the SLaM BRC case
register have received an AChEI, memantine or both and have at least one valid MMSE.
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A Survey Based Study Evaluating the Incidence and
Categorization of Quantitative Variables in Medical
Research
Onkabetse Vincent Mabikwa
University of Leeds
In Epidemiology, treating risk factor variables as categories when analyzing continuous
data is discouraged. We assessed the reporting of exposures or main risk factors in five
journals from general medicine and epidemiology to provide an update on current practice
for categorization. The assessment was carried out in publications made between April
and June 2015. Out of 61 articles assessed for eligibility, 23 studies were included in the
review. About 61% of the articles categorized continuous exposures or risk factors for
analysis. The majority of the studies, 86% preferred ordered or arbitrary groupings. Justifications informing these groupings were rarely provided. Categorization of continuous
variables is still a dominant practice in medicine. Reasons informing the practice remains
unknown. The existing STROBE guidelines could provide stronger recommendations on
reporting continuous exposures and risk factors in medical research.

Correcting for Selection Bias and Correlation in
Time-to-event Analysis in Adaptive Designs
Josephine Khan
University of Warwick
In seamless phase II/III clinical trials, at an interim analysis, the ‘best’ performing treatment is selected for further study in a confirmatory setting. Selection can lead to overly
optimistic estimates and thus result in biased estimates. When the analysis is based
on time-to-event data, estimates are correlated due the inherent nature of censoring in
time-to-event data as well as due to the common control. In stage 1, the event of interest
may not be observed for all patients and consequently this can result in a large number of censored observations at the interim analysis. Hence, the common assumption of
independence of stage 1 and 2 data in a seamless phase II/III trial is violated as these
patients are followed up further in stage 2.
Uniformly minimum variance conditionally unbiased estimators (UMVCUE’s) have
been developed for phase II/III trials with normally distributed outcomes. They efficiently correct for selection bias, but are based on an assumption of independence between stages. For time-to-event outcomes, methods of estimation that account for both
selection bias and correlation are limited. Therefore, we extend these methods to timeto-event data and derive an UMVCUE incorporating independent increments to correct
for the correlation between stage 1 and 2. Considering various trial settings including
a common control, we will illustrate the UMVCUE’s for a range of true hazard ratios
for which the normality assumption holds, along with selection bias and correlation at
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the interim analysis. This method will allow robust estimation of time-to-event data in
adaptive trials.

Selecting Lungs for Transplant: a Bayesian Analysis
Wael Abdulateef Jasim Al-Taie
Newcastle University
Keywords: Bayesian network, Decision making, Influence diagram, Utility function,
Mediating nodes.
In the study of lung transplant we have data on a number of lungs. The data include
measurements of some important covariates which might be relevant to whether the lung
is suitable for transplant or not. In addition the decision made by the doctors whether
or not to use the lung is recorded. Therefore, our task is to predict that decision using
these covariates.
In this study we have many covariates. Measuring all of these covariates takes time
during which the lung will be deteriorating. There may also be other costs involved in
making the measurements. Therefore we need to ask whether the gain in information
from the covariates is sufficient to justify the delay and cost.
We propose to study this question by introducing a utility function and seeking decisions, including whether or not to use the lung and whether to make further measurements, which maximise the expectation of this utility.
We will represent the problem using an influence diagram which we can regard as
a Bayesian network which contains decision nodes. Consideration will be given to the
choice of structure of the network, which might be simplified by the use of mediating
nodes. Again, choices of structure which may involve simplifying assumptions can be
regarded as decisions and considered with respect to a suitable utility function.

Exploring the Common Treatment Effect Assumption in the
Rank Preserving Structural Failure Time Model
Annabel Allison
MRC Biostatics Unit, University of Cambridge
Treatment switching – where patients randomised to control receive the experimental
treatment at some point during the study – often occurs after disease progression in
oncology trials where progression-free survival is the primary endpoint. This may be
for ethical reasons, for example, if treatment appears beneficial at interim analysis then
clinical equipoise may no longer hold and it may be unacceptable to disallow treatment
switching. It may also occur for practical reasons such as trial recruitment. Whilst the
estimate of treatment effect on progression-free survival is unaffected when switching
occurs after progression, the intention-to-treat analysis of treatment effect on overall survival can be biased for efficacy. This impacts the cost-effectiveness analysis which is a
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major component of the Health Technology Assessment. It is therefore important to have
an accurate estimate of treatment effect on overall survival. Several methods to adjust for
treatment switching have been proposed including the rank preserving structural failure
time model (RPSFTM). The RPSFTM is a model from the causal inference literature
which uses only the randomisation of the trial, treatment history and the observed event
times in the estimation of the causal treatment effect. One of the main assumptions of
the RPSFTM is that treatment effect is the same across individuals (with respect to time
spent on treatment) regardless of when treatment is received. This may be unlikely if the
control group can only switch after disease progression, as it may be expected that the
treatment benefit will be lower in these individuals compared to those in the experimental
group. If this assumption does not hold, the RPSFTM may produce biased results and
there is a chance the method will be rejected by regulators and funders. A simulation
study was conducted to assess how sensitive the RPSFTM is to violations of the common treatment effect assumption. Switching was only allowed in the control group and
the treatment effect in switchers was fixed as a proportion of the treatment effect in the
experimental group. Both the standard RPSFTM assuming a common treatment effect
and the correct model allowing for a non-common treatment effect were fitted to the
simulated data. Bias, mean square error, coverage and length of 95% confidence intervals
were calculated for the adjusted log hazard ratio. Preliminary findings suggest that the
standard RPSFTM performs poorly when the common treatment effect assumption is
violated – overestimating the treatment effect in the scenarios considered in the simulation study. When the model was fitted accounting for the non-common treatment effect,
the true causal treatment effect was correctly identified. This suggests that it may be
possible to test the common treatment effect assumption and as a result fit the correct
model to the data.

NETWORK MODELS
Thursday, 16:10 - 17:30, Room: E1.17, Chair: Riccardo Rastelli

PageRank and the Bradley-Terry Model
David Antony Selby
University of Warwick
Network centrality measures are used to compare nodes according to their importance.
Applications include ranking sports teams, ordering web pages in search results and
estimating the influence of academic journals.
Eigenvector-based metrics such PageRank derive these measures from the stationary
distribution of an ergodic Markov chain, whereas techniques such as the Bradley–Terry
model treat ranking as a statistical estimation problem.
By using a quasi-symmetry representation, we show that the PageRank vector, suitably scaled, is a consistent estimator for the Bradley–Terry model. Scaled PageRanks can
therefore be used, for example, to initialise iterative algorithms for Bradley–Terry maximum likelihood estimation, improving their performance on large datasets. We study the
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variance of scaled PageRank as an estimator, and find full asymptotic efficiency in some
balanced situations of practical importance.

The Use of Two Dimensional Stochastic Processes on
Preferential Attachment Graphs with Fitness Based on
Median Choice
Mark Yarrow
University of Sheffield
Motivated by the paper written by J. Jordan “Preferential Attachment with Fitness
Based on Choice” (Preprint). Weights are assigned to vertices randomly by the use of
a standard uniform distribution U nif (0, 1). By modifying Jordan’s model, we pick the
median weight of 3 vertices selected by the standard model of preferential attachment,
we have also attached a constant α ∈ (−1, ∞) to each vertex which contributes to the
selection the attachment makes, we then attach the new vertex to this selected vertex.
We use two dimensional stochastic approximations to look at the degree distribution of
this model, what constraints we can implement in order for us to have condensation occur, what weights attached to vertices are best for this.

Latent space modeling for multiplex data
Silvia D’Angelo
Sapienza University of Rome
A multiplex is a collection of networks for which the nodes set is constant while the edges
set varies across the networks. Such a structure can be due either to a phenomenon
changing over time or to the observation of different characteristics across a group of
entities. We present a latent space approach to model multiplex data; the proposed representation is based on assuming that the probability of having a link between two nodes
in a given realization of the multiplex depends on the distance between these two in an
unobserved space and on the overall tendency of the network to be connected. We adopt
a Bayesian approach, developing a hierarchical model to represent this complex structure.
Model parameters estimation is based on MCMC. In such a setting, the determination of
the dimension of the latent space is a model selection problem. Usually, in this context,
the number of latent dimensions is K=2. However, there is no specific reason to do so
and a larger latent space may be useful in some applications. A possible approach to
tackle the problem, is based on introducing a penalization term or allowing the number
of latent dimensions to vary across the networks. Further extentions to the model may
entail introduction of covariates, also in order to perform clustering of the data. We
present an application of the model to data describing the relations between members of
the Irish Dáil Éireann on Twitter.
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Networks Clustering
Fatimah Almulhim1,2 , Peter Thwaites2 , Charles Taylor2
1

Prince Nora Bind Abdulrahman University
2
University of Leeds

Keywords: Network, Adjacency matrix, Clustering.
A network can be thought of as a group of discrete objects with relations between them,
and representing these relations could be done using either a hierarchy or a lattice. So,
networks have the ability to model various relations between data. Interestingly, graph
theory is generally the best way to represent any network in multiple dimensions. Any
network graph G = (V, E) consists of two elements, vertices V which represent the members in the network and edges E which represent the links between vertices. Mathematically, any graph can be represented by a symmetric matrix called an adjacency matrix
which has entries 0 or 1 with 0s on the diagonal. In graph theory, the most common
concerns are related to the distance between vertices. One of the most important issues
is how to find the shortest path between two vertices. This idea is widely used in many
applications, for example, finding appropriate directions between physical locations as
automatically available on a web mapping website. Different methods of measuring the
shortest path length have been produced in graph theory, for example, Breadth-First
Search algorithm(BFS). This study is focused on clustering the vertices of the network,
and using the BFS distance leads to a large number of solutions due to distances between vertices in which there are lots of ties. This disadvantage appears clearly with
high-density networks. Therefore, we are looking at a new way of measuring distances in
graphs which is more suitable for clustering. Our idea is to measure the shortest distance
between any two vertices by considering all possible paths length between them. A new
distance metric is introduced which gives fewer clustering solutions.

SURVIVAL ANALYSIS
Thursday, 16:10 - 17:30, Room: E2.16, Chair: John O’Sullivan

Covariate-Adjusted Response-Adaptive Designs for Weibull
Distributed Survival Responses
Ayon Mukherjee
Queen Mary, University of London

Covariate-adjusted response-adaptive (CARA) designs use the available responses to skew
the treatment allocation proportions in a clinical trial in favour of the treatment found
best, thus far, for a given patient’s covariate profile. The resultant ethical and statistical benefits have evoked widespread interest among eminent statisticians. There has
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recently been extensive research on the properties of CARA designs mainly involving binary response trials assuming that the responses to a particular treatment follow a logistic
regression model. This is primarily because of the well-studied properties of urn models.
Though exponential survival responses have also been considered, the constant hazard
property of the exponential model makes the mean residual life for patients constant. It
thus becomes too restrictive for wide-ranging practical applications. To overcome this
limitation, the proposed designs are developed for Weibull distributed survival responses.
These designs are developed in two ways, namely, by deriving two variants of optimal designs based on an optimality criterion, and by using a link function. The optimal designs
are based on the doubly-adaptive biased coin design (DBCD) in one case, and the efficient
randomized adaptive design (ERADE) in the other. The observed treatment allocation
proportions for these designs converge to the expected targeted values, which are derived
based on a constrained optimization problem. The merits of these two optimal designs
have also been discussed. The use of a link function is appropriate when the Weibull
distributed survival times are right censored. Such a link function, after adjustment for
the covariates, maps the past allocation and response histories to the present allocation
pattern. The derived link function is based on the cumulative distribution function of a
Gumbel model. This link function increases the probability of allocating a new patient to
the better treatment. An expression for the conditional probability that a given patient
will be allocated to a particular treatment, given the history of previous patients’ treatment assignments, their covariates, their responses, and the covariate of the new patient,
has been obtained. To compare the different designs,expression for their variance has
also been derived using a Taylor series expansion of the non-centrality parameter of the
chi-squared distribution under the alternative hypothesis of the Wald test for testing the
difference in the treatment effects on the Weibull distributed survival responses. It has
been found, based on the variability of the observed treatment allocation proportions of
different designs, that the ERADE is preferable to the DBCD when the main objective
is to minimize the variance of the allocation procedure. However, the former procedure
being discrete tends to be slower in converging towards the expected target allocation
proportion. The optimal allocation approach is better than the link function one as far
as the power of the Wald test is concerned. In case the ethical objective is the sole
consideration, the design based on the link function would be preferable. An extensive
simulation study of the operating characteristics of the proposed designs supports these
findings.

Posterior Computations for the Bayesian Dynamic Survival
Models Using Simulation-based and Approximate approaches
Muhammad Irfan Bin Abdul Jalal, Malcolm Farrow
Newcastle University
Dynamic survival models allow the modelling of the baseline log hazard and covariate
effects using piecewise constant functions and a specification of stochastic evolution over
time. It can be viewed as the generalization of regression models, permitting the evolution
59

of parameter values as time progresses by employing equations controlling the changes in
regression coefficients. The previous work relies on process disturbances specified up to
second moment (linear Bayes method) or using Gaussian process disturbances. In this
research work, we demonstrated different approaches for posterior computations with respect to the dynamic survival models such as Markov Chain Monte Carlo (MCMC) and
Integrated Nested Laplace Approximation (INLA) approaches. The key steps for the
proposed INLA framework for dynamic survival models will be initially illustrated using
single covariate examples. Subsequently, these will be extended to the more complicated
dynamic survival models that can be fitted using the existing procedures within INLA
package, for example simple random walk evolution models and those with independently
identically distributed (iid) errors. Different prior structures will be used and their effects
on posterior computations will be demonstrated. The methodological efficiency (computational cost and time) and the accuracy of results from INLA will be compared with
the standard MCMC approach. Real-life applications of both posterior computational
approaches will be demonstrated using Scotland and Lymphoma Group (SNLG) Non
Hodgkin Lymphoma and kidney infection datasets.

Estimators for Cumulative Baseline Hazard in the
Case-Cohort Design
Susan Connolly, Stephen Sharp, Ian White
MRC Biostatistics Unit, University of Cambridge
Cohort studies allow for powerful analysis, but in some cases an exposure is too expensive to measure in the whole cohort. The case-cohort design measures covariates in a
random sample of the full cohort, as well as in all cases that emerge, regardless of their
initial presence in the subcohort. It is an increasingly popular method, particularly for
medical and biological research due to its efficient and flexible nature. Estimation of
cumulative baseline hazard may be of interest for a variety of reasons, including for risk
prediction and for calculation of residuals. Under semi-parametric modelling such as the
Cox proportional hazards model, estimates of can be derived by using a weighted Breslow
estimator of the cumulative hazard.
Selection of weights and risk sets for such an estimator must be carefully considered.
Since sampling occurs before survival or failure is observed, the sampling cannot be
stratified based on survival status. However, the analysis can be adjusted for over- or
under-representation of particular strata in the final sub-cohort. By weighting based on
the proportion of the full cohort stratum within the subcohort, it is hoped to find an
estimator with superior performance in terms of variance and bias. This presentation
considers 1 existing and 4 new estimators of from the case-cohort design and compares
their capacity to reflect the full cohort estimate of . Estimators differ based on the
following four factors.
- Choice of strata
- Choice of weights for each stratum
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- Choice of risk set for each stratum
- Use of time-dependency in weighting.
The estimators are compared by simulation, and the new estimators are shown to reduce
the variance where there is long follow-up. The estimators are also applied to estimation
of for the InterAct case-cohort study of diabetes incidence.

Cumulative Hazard Modelling for Survival Analysis
Alice Davis
University of Bath
Survival Analysis is the study of data where the response variable is the time until some
event of interest. Standard regression procedures are often inadequate for this type of data
as time to event is restricted to be positive and has a skewed distribution. Popular models
for describing such data focus on the hazard or survival functions. For example, the Cox
Proportional Hazards model and the Accelerated Failure Time model are commonly used.
The survival function is defined as the probability of survival beyond some time t and
is often of more interest than the expected time of the event. The hazard function is
often interpreted as an instantaneous death rate and can be very informative about the
survival process. Another useful function is the Cumulative Hazard. Although it has a
less intuitive interpretation it does have many convenient mathematical properties which
we will discuss in this talk and aim to exploit.
In this talk we shall focus on the Cumulative Hazard function as a modelling tool
instead of the hazard function, with the aim to construct flexible parametric families of
distributions for survival analysis. These constructions will recover and generalise the
Proportional Hazards and Accelerated Failure Time models and will enable us to develop
new and interesting models.
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Analysis of Spatially Correlated Functional Data Objects
Salihah Alghamdi (absent)
University of Glasgow

Dataset observed over space and time become increasingly important due its many applications in different fields. These data can be analysed using either spatiotemporal or
functional data analysis techniques. However, we are interested on modelling space-time
data using functional data analysis. One of the most challenges is to model spatially
correlated functional data where there is no clear pathway for analysing such data. This
motives us to present a flow chart of the expected process that followed when analysing
space-time data. We conducted a case study to demonstrate the use of spatial principal
analysis of conditional expectation (SPACE) approach on the Harvard Forest vegetation
index data.

Parametric and non parametric estimation of the
relationship between covariates and the intensity of a
spatial point processes on a network
Zainab Abdulhussein Abdullah Al-Kaabawi
Plymouth University
This work concerns estimation of the intensity function for a spatial point process on a
network and the association between this intensity function and covariates. Proposals
exist for non-parametric estimation with methods such as kernel smoothing. This project
uses parametric methods in a Bayesian framework to estimate the association between
the intensity function and covariates for a non-homogenous Poisson process on a network.
The work will be illustrated using road collision data on a road network.

Bayesian inference for Gibbs random fields using composite
likelihoods
Lampros Bouranis
University College Dublin
Gibbs random fields play an important role in statistics. The resulting likelihood is typically unavailable due to an intractable normalizing constant. Composite likelihoods offer
a principled tool to construct useful approximations which have a much lower variability
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than the true posterior distribution. We provide a means to adjust the misspecified posterior distribution and illustrate its performance in several examples.

Statistics in the Dark: Privacy Preserving Methods for
Fully Homomorphic Encryption
Pedro Esperanca, Louis Asle’tt, Chris Holmes
University of Oxford
Keywords: Fully homomorphic encryption, Privacy preserving statistics.
Issues surrounding data security and privacy of personal information are of growing concern to the public, governments and commercial sectors. Privacy concerns can erode
confidence in the ability of organisations to store data securely, with a consequence that
individuals may be reticent to contribute their personal information to scientific studies
or to commercial organisations. Further, privacy laws bind organisations to keep data
under lock and key (e.g., patients’ personal and medical data), making cloud computing
an impossibility as this requires data to be stored and analysed by a potentially untrusted
third party.
Classical encryption techniques offer a solution to the privacy issues but effectively
render the data unusable for any statistical or machine learning computation as a result.
With recent developments in cryptography some of these problems have been sidestepped
due to Fully Homomorphic Encryption (FHE)—a cryptographic technique which allows
computation to take place directly with encrypted data and which guarantees correctness
and security at the expense of restrictions on the operations and computational cost.
We first present a brief overview of FHE as relevant for statisticians, discussing its
restrictions, limitations and applications. Next, we show that standard statistical tasks
such as classification and regression are still implementable under this framework, although algorithms must be reworked to comply with the restrictions imposed by FHE.
Finally, we give examples of such reworked algorithms for both regression and classification, and provide details on performance and computation costs.

Model-based Clustering with Sparse Covariance Matrices
Michael Fop, Thomas Brendan Murphy
University College Dublin
Keywords: Model-based clustering, Gaussian graphical models, Sparse covariance
matrix.
Model-based clustering assumes that the data arise from a finite mixture of multivariate
Gaussian distributions. Then each mixture component is associated to a cluster. The
model complexity is led by the estimation of the covariance matrices and to obtain parsimony different methods have been proposed in literature. However, all rely on matrix
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decompositions and none of them places sparsity directly on the entries of the covariance
matrices. Moreover the model does not explicitly consider that some variables may be
independent of each other in a given cluster. In fact, in many applications the dependence
structure among the variables may vary across the groups.
We introduce mixtures of Gaussian covariance graph models (mixCovGGM) for modelbased clustering with sparse covariance matrices. In a mixCovGGM each component of
the mixture is modeled through a Gaussian covariance graph model. The framework allows a parsimonious model-based clustering of the data, where each cluster has a sparse
covariance matrix and an associated dependence structure represented in a graph.
The model is estimated via maximization of a penalized log-likelihood, where the
penalization term is a function of the graph structure. To accomplish the task we propose a structural-EM algorithm that permits the estimation of model parameters and
dependence structures.
We present an application on data related to box office performance and ratings of
the highest-grossing movies for the period 2005-2014.

Bayesian Model Averaging in Times of Uncertainty:
Covariance Matrix Estimation for High-dimensional -omics
Data
Harry Gray
University of Cambridge
Multivariate analysis of genomic data often requires estimating a covariance matrix that
quantifies the association between the molecular variables under study. However, such
estimation can be challenging due to the large number of parameters therein. In fact,
when the number of variables outweighs the number of samples (as is often the case with
modern high-throughput genomic platforms) then the classical maximum likelihood estimate (MLE) does not correspond to a well-defined covariance matrix and is rendered
useless for follow-up exploratory analyses such as network reconstruction. One solution
to this problem, known as linear shrinkage (Schafer and Strimmer, 2005), is to weight
the MLE with a pre-specified ’target’ matrix that represents one’s prior belief in the
underlying covariance structure of the observable variables. The ’target’ matrix allows
both statistical regularisation and the incorporation of external biological knowledge (e.g.
pathway knowledge from databases). This way, it is possible to precisely ’de-noise’ the
MLE, thereby obtaining a more accurate and well-defined covariance estimate. Recently,
Hannart and Naveau (2014) introduced a computationally efficient (conjugate) Bayesian
method to estimate a high-dimensional covariance matrix without the need of computationally intensive MCMC. However, one drawback of their method is its sensitivity to
target misspecification. We extend the work of Hannart and Naveau (2014) to account
for (1) uncertainty about the shrinkage weight and (2) multiple ’target’ matrices. This is
done using Bayesian Model Averaging (Hoeting et. al., 1998). Carefully selecting the set
of targets leads to estimation accuracy that is as good as the single target case, with decreased risk of misspecification and only additive computational cost. A unique feature of
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our method is that multiple types of external information can be incorporated into the estimation. This can include prior network structure, pathway information, and functional
groupings. Our current research investigates the various target matrices that have been
proposed in the literature, their performance on simulated/real data, and a ’default’ set
of target matrices that would yield reasonable performance for various molecular datasets.

General insurance claims modelling with Bayesian model
averaging
Sen Hu
University College Dublin
Insurance product pricing, particularly in the non-life sector, involves analysis of past
insurance claims data as well as different properties of the insured objects and the corresponding policy holders (for example cars/drivers and homes/homeowners). Generalized
linear models (GLM) have become the industry’s standard approach for pricing and
modelling risks of this nature. However, as typically implemented, the GLM approach
utilises a single “best” model on which pricing outcomes and loss predictions are based,
which can involve subjective decisions as to the inclusion or exclusion of variables that
are borderline significant. Hence Bayesian model averaging (BMA) is used to take such
model uncertainty into consideration, with the goal of improving pricing and prediction
accuracy by blending the output of many competing models. An additional characteristic of most general insurance data sets is the presence of many categorical variables,
each with multiple levels, which can adversely affect the parsimony of the model and the
interpretability and communicability of its results. However, not all levels of each factor
variable may be required/statistically significant and rather some subsets of the factor
levels may be merged to give a small overall number of levels. BMA is also explored as a
tool for assessing the optimal manner in which to collapse a factor with many levels into
a smaller number of levels, and for blending predictions from all possible models arising
under every possible collapsed form of the variable in question. Results are provided
for an illustrative data set of car insurance premiums and claims for policyholders with
accompanying risk variables such as age category and vehicle type.

A Bayesian Approach to Road Accident Hotspot
Identification
Joe Matthews
Newcastle University
Historically, road traffic safety authorities have implemented safety countermeasure strategies “reactively”, i.e. after a particular set of threshold criteria have been exceeded, usually a given number of collisions/fatalities etc at a given road site, commonly referred to
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as a hotspot. Here we propose a method for implementing these methods “proactively”,
that is to predict where these hotspots are likely to exist in the future, meaning that safety
countermeasures can be implemented without the need for excessive numbers of casualties
to occur first. To do this we make use of Bayesian hierarchical modelling, calling upon an
accident prediction modelling framework to inform our analysis and allow us to account
for statistical confounding factors such as regression to the mean (RTM) and trend etc in
our data. Furthermore we demonstrate an app developed using the SHINY package in R
which has allowed road safety practitioners with no knowledge of the modelling intricacies
involved, to make use of our techniques and allow them to inform their road safety policy.

Prenatal alcohol exposure and cord-blood DNA
methylation: identifying latent structure in high
dimensional data
Cathal Mullin
University College Dublin and Insight Centre for Data Analytics
This work involves the field of epigenetics, which is the study of the external or environmental factors that cause genes to switch on and off. The data being studied are from the
ALSPAC and ARIES studies. In ALSPAC, 14,000 pregnant mothers were surveyed about
their background, behaviour and environmental factors of their pregnancies. In ARIES,
the levels of DNA methylation at 450,000 CpG (cytosine-phosphateguanine) sites were
measured for 900 of the ALSPAC mothers, and the children of these mothers. DNA
methylation is an important factor in the regulation of gene expression. DNA methylation data will be used to uncover any grouping structure within the children, exploring
whether it relates to maternal prenatal alcohol consumption and in such cases identifying
discriminating CpG sites is of interest. The proposed solution is to employ a model-based
clustering approach that captures groups in the DNA methylation readings. Clustering is
a statistical technique where data are divided into groups based on the similarity of the
observations to each other. Model-based clustering applies distributional assumptions
when compiling the clustering solution. The model-based approach allows us to examine
which variables discriminate between the clusters.

Mixtures of Infinite Factor Analysers
Keefe Murphy, Claire Gormley
University College Dublin
Keywords: Clustering, Infinite factor model, Dimension reduction, Adaptive Gibbs
sampler.
Orthogonal factor analysis is a dimension reduction technique which models the p-vector
xi as a linear function of a q-vector of unobserved latent factors f i , where q  p. The parsimony this induces on the covariance matrix can be incorporated into a Gaussian mixture
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model framework. However, one must specify ranges of values for the numbers of groups
and factors when clustering via mixtures of finite factor analysers (MFA) in advance. The
pair of values which optimise some model selection criterion, such as BIC, are usually
chosen. Not only is this computationally intensive, it’s generally only reasonable to fit
models where the number of factors is the same across groups. The development to date
of an adaptive Gibbs sampler algorithm for clustering highdimensional data via mixtures
of infinite factor analysers (MIFA) is presented. As MIFA loadings matrices theoretically
have infinitely many latent factors, we use a prior which increasingly shrinks loadings
towards zero as the column index increases. The columns in the loadings matrix having
some proportion of elements in some neighbourhood of 0 are monitored. If the number of
such columns drops to zero, an additional loadings column is added by simulating from
the prior. Otherwise redundant columns are discarded and parameters corresponding
to the non-redundant columns are retained. MIFA therefore allows different numbers of
latent factors in each cluster and estimates these quantities automatically during model
fitting. The methodology is illustrated with application to metabolomic data, consisting
of 189 spectral peaks from urine samples of 18 subjects, half of which have epilepsy and
half of which are control subjects. A 2-cluster MIFA model correctly uncovers the epileptic and control groups, and gives different credible intervals quantifying the uncertainty
in each qg .

Inference in Nonlinear Differential Equations
Umberto Noè
University of Glasgow
As human understanding of real world phenomena progresses, the developed models become more complex, accurate and intricate. Nowadays research is mostly done in groups,
where people specialized in particular fields join forces to produce what is commonly
known as a black-box function that encodes all the group’s knowledge of a particular
system. Many of the black-box models developed include differential equations, which
can be linear or nonlinear. For the linear ones we have an analytical solution, while for
the nonlinear ones it is not possible to find an analytical solution. We can solve them
numerically, and this adds the extra computational cost that we would like to avoid while
performing inference in models as the complexity grows. Simulation concerns the numerical solution of system-specific equations for fixed parameters. Inference, instead, entails
repeated simulations with different parameter settings for parameter optimization, sampling, marginalization or emulation. Trying different settings of the parameters in this
context will add extra computation time, and this means that we need to bypass the
simulator of the physical phenomenon and exploit a probabilistic emulator of it, typically
cheaper to evaluate. Noè et al. (2015) empirically showed that the maximum of the
emulated likelihood is an unbiased estimator of the true parameter configuration. In the
poster we discuss and compare different methods to perform likelihood-based inference
in these observation-costly systems; methods that keep as low as possible the number of
forward simulations.
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Bayesian clustering via greedy optimisation
Riccardo Rastelli, Nial Friel
University College Dublin
Keywords: Bayesian clustering, Cluster analysis, Greedy optimisation, Latent Variable
Models, Markov Chain Monte Carlo.
In cluster analysis interest lies in capturing the partitioning of individuals into groups,
whereby those belonging to the same group share similar attributes or relational profiles.
Trans-dimensional Gibbs samplers have been recently applied to a variety of contexts
including Finite Mixtures, Bayesian nonparametric Mixtures, Block Models for Networks
and Hidden Markov Models. The output of these tools includes a posterior sample of partitions, characterising the posterior probabilities for the allocations. However, mainly due
to the categorical nature of the clustering variables, creating summaries for this sample
is particularly challenging. In this work we adopt a Bayesian theoretic decision approach
and introduce a greedy algorithm capable of finding an optimal clustering solution with
a low computational demand. The main advantage of our algorithm is its generality
and the fact that it can accomodate many different loss functions and hence optimality
criteria. We propose applications to Gaussian Finite Mixtures, Stochastic Block Models
and Latent Block Models.
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Sponsors’ ads

http://bir.biometricsociety.org
Membership of the International Biometric
Society is FREE for PhD students!
If you haven’t already joined, there will be a
chance to sign up during the sponsor’s reception.
Alternatively, go to the British and Irish Region
website and join there! This is the blurb
describing what we are:

The British Region of the International Biometric
Society was founded in 1948 by eminent statisticians and
biologists of the time, including R. A. Fisher and
J. B. S. Haldane. The British and Irish region (formed in
2006) covers the United Kingdom of Great Britain and
Northern Ireland and also The Republic of Ireland.
The general objective of the society is to promote and
extend the use of mathematical and statistical methods in
pure and applied biological sciences.
Members of the International Biometric Society
get online access to the journal Biometrics and
discounted rates at meetings – again, see the
website for details.
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Insight is Ireland’s leading
research centre for the study
of Data Analytics.

Supported by Science Foundation
Ireland and industry partners,
Insight focuses on new ways to
capture and understand data from
the world around us, make better
decisions for people, communities
and industry, and create a more
informed society in a healthier,
more productive world.

In a joint initiative between
Dublin City University, NUI Galway,
University College Cork and
University College Dublin, Insight
brings together more than 200
researchers from these and other
Higher Education institutions, with
30 industry partners, to position
Ireland at the heart of global data
analytics research.

About Data Analytics

The Global Data Analytics Market

In today’s society, a growing torrent of data is created
every second of every day from industry-generated
transactional data, to sensor data capturing a wealth
of information about how we live, work, and play.

Big Data is also big business as Ireland stands to
benefit significantly from the scale of the Big Data
Analytics opportunity.

Harnessing this Big Data requires a new set of
technologies and skillsets to transform raw data
into valuable insights that can inform better
decisions. Ultimately the promise of Big Data is
better decisions: better decisions about society,
about government, about healthcare, about the
global economy.
Insight will play a leading role in the development
of next generation data analytics technologies
that are capable of delivering on this promise.

In 2012 the business analytics software global market
was estimated to be worth $33.9 billion, while a recent
analysis by the McKinsey Global Institute estimated
the potential value of Big Data Analytics across a
number of different sectors.
The annual value of data analytics for the US
healthcare system was estimated to be $300 billion,
while $250 billion was the estimated annual value of
Europe’s public sector Administration, with Big Data
driving a 60% increase in the operating margins
of retailers.
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